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Resumen
Actualmente, con la gran capacidad de cómputo de los ordenadores
actuales, la visión por computador y la robótica móvil son dos campos de
investigación que están estrechamente relacionados. Construir un mapa
del entorno es una tarea común de cualquier robot y es una parte esencial
para permitir a los robots moverse a través de estos entornos. Tradicionalmente, los robots móviles han usado una combinación de varios sensores
de diferentes tecnologías. Láseres, sónares y sensores de contacto han sido
comúnmente usados en cualquier arquitectura robótica, sin embargo las
cámaras de color son un sensor importante ya que tratamos de proporcionar a los robots la misma información que los humanos usamos para
sentir y moverse a través de los distintos entornos. Además, las cámaras
de color son sensores baratos pero todavía queda mucho trabajo que hacer
para dotar a los robots de suficiente comprensión visual de las escenas.
Los métodos de visión por computador son computacionalmente complejos pero los robots actuales tienen acceso a varias y potentes arquitecturas
que pueden ser usadas para los propósitos de la robótica móvil.
Con la aparición de los sensores RGB-D de bajo coste como el Microsoft
Kinect, el cual proporciona nubes de puntos 3D coloreadas con un alto
frame rate, la visión por computador se ha hecho incluso mas relevante
en el mundo de la robótica móvil. La combinación de datos visuales y 3D
permite a los robots usar tanto la visión por computador como el procesado
de datos 3D y por tanto ser mas consciente del entorno que le rodea.
La investigación descrita en esta tesis fue motivada por la necesidad del
mapeado de escenas. Ser consciente del entorno es una característica clave
en muchas aplicaciones de la robótica móvil desde la navegación robótica

a complejas aplicaciones de vigilancia. Además, obtener un modelo 3D de
las escenas es útil en muchas otras áreas como modelado de escenas para
videojuegos donde lugares conocidos son reconstruidos y añadidos a sus
sistemas de juego o la publicidad, donde una vez obtenido el modelo 3D
de una habitación, el sistema puede añadir muebles usando técnicas de
realidad aumentada.
En esta tesis realizamos un estudio experimental de los métodos de
registro del estado del arte para encontrar cuál se adapta mejor a nuestras
necesidades de mapeado de escenas. Varios métodos han sido probados y
analizados según diferentes combinaciones de características visuales y de
geometría.
Además, esta tesis propone dos métodos de compresión de datos 3D
y representación de mapas 3D. Nuestra propuesta de representación 3D
es usar la red neuronal llamada Growing Neural Gas (GNG). Este mapa
auto-organizativo (Self-Organizing Map, SOM) ha sido usado para clustering, reconocimiento de patrones y representaciones topológicas de varios
tipos de datos. Hasta ahora, los mapas auto-organizativos han sido principalmente calculados offline y su aplicación para datos 3D se ha centrado en
modelos libres de ruido sin considerar restricciones temporales. Las redes
Growing Neural Gas tienen la capacidad de representar adecuadamente el
espacio de entrada al cual se adaptan. Los mapas auto-organizativos tienen
en general la habilidad de proporcionar una buena representación del espacio de entrada. La red GNG, en concreto, es un modelo adecuado por su
flexibilidad, rápida adaptación y la excelente calidad de la representación
que proporciona. Sin embargo, este tipo de aprendizaje es temporalmente
complejo, especialmente para datos de dimensiones altas. Debido a que
las aplicaciones suelen trabajar bajo restricciones temporales, es necesario
adaptar el proceso de aprendizaje de estas redes para poder así completar
el aprendizaje en un tiempo predefinido. Esta tesis propone una implementación hardware que se aprovecha de la capacidad de computación de
las modernas GPUs y que usa las ventajas de un nuevo paradigma de computación denominado computación de propósito general sobre procesadores
gráficos (del inglés “General-Purpose Computing on Graphics Processing
units”, GPGPU).

El modelo de compresión 3D geométrico que proponemos busca reducir
la información 3D usando la detección de planos como estructura básica
para comprimir los datos. Como los entornos con los que trabajamos suelen ser entornos hechos por el hombre, muchos de los puntos del espacio
del entrada pertenecen a una forma plana y por tanto nuestro método es
capaz de obtener buenos resultados de compresión. Además, los planos
detectados y comprimidos pueden ser usados en otras aplicaciones como
reconstrucción de superficies o algoritmos de registros basados en planos.
Por último, hemos demostrado las bondades de las arquitecturas GPU
al obtener una implementación con un gran rendimiento de una técnica
muy común en CAD/CAM llamada Digitalización Virtual.

Abstract
Nowadays, new computers generation provides a high performance that
enables to build computationally expensive computer vision applications
applied to mobile robotics. Building a map of the environment is a common task of a robot and is an essential part to allow the robots to move
through these environments. Traditionally, mobile robots used a combination of several sensors from different technologies. Lasers, sonars and
contact sensors have been typically used in any mobile robotic architecture, however color cameras are an important sensor due to we want the
robots to use the same information that humans to sense and move through
the different environments. Color cameras are cheap and flexible but a lot
of work need to be done to give robots enough visual understanding of the
scenes. Computer vision algorithms are computational complex problems
but nowadays robots have access to different and powerful architectures
that can be used for mobile robotics purposes.
The advent of low-cost RGB-D sensors like Microsoft Kinect which
provide 3D colored point clouds at high frame rates made the computer
vision even more relevant in the mobile robotics field. The combination of
visual and 3D data allows the systems to use both computer vision and
3D processing and therefore to be aware of more details of the surrounding
environment.
The research described in this thesis was motivated by the need of scene
mapping. Being aware of the surrounding environment is a key feature
in many mobile robotics applications from simple robotic navigation to
complex surveillance applications. In addition, the acquisition of a 3D
model of the scenes is useful in many areas as video games scene modeling

where well-known places are reconstructed and added to game systems or
advertising where once you get the 3D model of one room the system can
add furniture pieces using augmented reality techniques.
In this thesis we perform an experimental study of the state-of-the-art
registration methods to find which one fits better to our scene mapping
purposes. Different methods are tested and analyzed on different scene
distributions of visual and geometry appearance.
In addition, this thesis proposes two methods for 3d data compression
and representation of 3D maps. Our 3D representation proposal is based on
the use of Growing Neural Gas (GNG) method. This Self-Organizing Maps
(SOMs) has been successfully used for clustering, pattern recognition and
topology representation of various kind of data. Until now, Self-Organizing
Maps have been primarily computed offline and their application in 3D
data has mainly focused on free noise models without considering time
constraints. Self-organising neural models have the ability to provide a
good representation of the input space. In particular, the Growing Neural
Gas (GNG) is a suitable model because of its flexibility, rapid adaptation
and excellent quality of representation. However, this type of learning
is time consuming, specially for high-dimensional input data. Since real
applications often work under time constraints, it is necessary to adapt the
learning process in order to complete it in a predefined time. This thesis
proposes a hardware implementation leveraging the computing power of
modern GPUs which takes advantage of a new paradigm coined as GeneralPurpose Computing on Graphics Processing Units (GPGPU).
Our proposed geometrical 3D compression method seeks to reduce the
3D information using plane detection as basic structure to compress the
data. This is due to our target environments are man-made and therefore
there are a lot of points that belong to a plane surface. Our proposed
method is able to get good compression results in those man-made scenarios. The detected and compressed planes can be also used in other applications as surface reconstruction or plane-based registration algorithms.
Finally, we have also demonstrated the goodness of the GPU technologies getting a high performance implementation of a CAD/CAM common
technique called Virtual Digitizing.
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Introduction
This first chapter introduces the main topic of this thesis. The
chapter is organized in seven different sections: Section 1.1 establishes the framework for the research activity proposed in this
thesis. Section 1.2 introduces the motivation of this work. Next,
Section 1.3 elaborates a state-of-the-art of existing 3D registration
and representation methods. Section 1.4 shows the 3D data sensors and datasets with which this thesis will deal. In Section 1.5
the proposal developed in this thesis is introduced while Section 1.6
presents the main goals of this work. Finally, Section 1.7 details
the structure of the dissertation.

1.1

Introduction

In this doctoral thesis a theoretical and practical research were conducted exploring the problem of finding a registration method for 3D
scenes. We aim to focus in the registration methods which better performs with 3D real world data of man-made scenarios. We also seek to find
the best representation model for the resulting registration maps. Moreover, with the advent of low cost 3D sensors, robust representation models
should deal with noisy data and outliers.
This thesis has been conducted under the frame of the following projects:
• Fusión sensorial y SLAM activo cooperativo para entornos de gran
escala. Founded by Ministry of Science and Innovation. DPI200907144

1.2. Motivation

• Visual surveillance systems for the identification and characterization of anomalous behaviour (GV/2011/034). Project financed by
the Valencian Government in Spain.
• CROSMIED: Development of a comprehensive robotic system for
monitoring and interaction for people with acquired brain damage
and dependent people. Founded by Ministry of Science and Innovation. DPI2013-40534-R
Moreover, part of the work presented in this thesis was done during my
stay in the Computer Vision Group at the University of Edinburgh. This
4 month stay was funded by the Valencian government BEFPI/2013/023.
The work carried out during my stay was partially led by the professor
Robert B. Fisher, which is head of the computer vision group.

1.2

Motivation

This document is the result of the doctoral studies carried out within
the doctoral program Informática Avanzada taken between 2011 and 2014,
at the Department of Computer Science and Artificial intelligence - DCCIA, of the University of Alicante (Spain). This thesis was derived from a
three-year PhD fellowship awarded to me by the Valencian Government.
The motivation for this thesis project arises from the participation and
collaboration in many different projects related with computer vision and
mobile robotics problems.
The advent of low-cost RGB-D cameras like Microsoft Kinect lead
to many applications to introduce their 3D data processing methods in
their architecture. These devices provide a huge amount of information by
means of color and depth data images. These two types of data can be
easily transformed to a set of 3D colored points that we will name as 3D
point cloud. The management of these point clouds implies a big computational cost, so it is necessary a representation model and a redesign of
the algorithms in order to use the parallel computational capabilities of
the current systems.
2
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One application that heavily uses this 3D data is the Simultaneous Localization And Mapping (SLAM). The SLAM method is a common technique in the mobile robotic field and it have been extensively studied since
it was originally developed by [Leonard and Durrant-Whyte, 1991] and
based on earlier work by [Smith et al., 1987]. SLAM techniques comprises
two different tasks that have to be solved at the same time due their mutual dependence. Robot receives a set of data from the input sensors and
using their internal odometry, i.e. the relative position of the sensors in
a virtual robot coordinate frame, the robot creates a map of the environment of that time and robot position. But, in order to map the entire
environment or simply complete some task that implies the movement of
the robot, the robot change its position and the new data of the sensors are
in a different coordinate frame. So, in order to accumulate the sensors data
and therefore building a map of the environment, it is needed to know the
transformation or movement that the robot has performed. This transformation can be estimated via the internal odometry of the robot or using
and external localization system. There exists many approaches which
uses different technologies like GPS, blue-tooth([Anastasi et al., 2003]),
radio-frequency([Bahl and Padmanabhan, 2000]) or Wireless LANs ([Battiti et al., 2002]). However, there are situations where these systems are
not plausible as underwater, outer space or catastrophic situations. In
addition, the estimated movement of the robot can include big errors due
slippery surfaces in wheeled robots or wind changes in flying robots. The
SLAM system proposes the use of the information taken by the sensors in
different times or positions in order to estimate the movement of the robot.
This process is called registration. However, the use of an incremental registration gets an accumulative error, therefore the incremental built map
is not correct. To solve this problem, the SLAM method proposes to move
the robot to an already visited area. Using the estimated localization of
the map, the current data from sensors should match to the already stored
data in the map. So, using the localization of the robot we compute the
registration between the part of the map where the robot is supposed to
be and the current sensors data. This new transformation can be used to
correct the estimated position of the robot and at the same time to correct
3
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the transformations which computed the estimated position and therefore
to correct the built map. In this thesis we focus in the registration part
of SLAM systems and the efficient representation and compression of the
resulting maps.

1.3

Related works

In this thesis we are dealing with two main related problems, 3D registration and 3D data representation. The registration problem applied to
scene reconstruction gives as results point clouds which need some model
of representation.

1.3.1

Registration Methods

As previously mentioned, registration is the process of transforming
different sets of data into one coordinate system. In this thesis we focused
in the registration of incremental RGB-D acquisitions given by sensors like
Microsoft Kinect. However, the registration process is a common task in
many other applications.
In medical image applications is common to register the different acquisitions into a common 3D model. An overview with nearly 300 image
registration methods can be found in [Maintz and Viergever, 1996]. A
more recent review of medical image can be found in [Oliveira and Tavares,
2014] where the medical imaging registration is introduced and it provides
knowledge on the previous work that has been developed in the area and is
a suitable reference for those who are looking for registration methods for
medical applications. Following one of the main goals of this thesis, most
of these works has been implemented using the GPU technologies(more
information about this technology can be found in chapter 4) as we can
observe in [Shi et al., 2012], where GPU applications on medical images
review is presented.
One medical related work can be found in [Ibáñez et al., 2012]. The
paper presents an image registration method in order to align a 3D model of
a skull with face images. The process is called craniofacial superimposition
and is a forensic identification technique where photographs or video shots
4
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of a missing person are compared with a skull found in order to determine
whether that is the same person. In other words, it uses the registration
between the color images and the 3D skull model in order to find the
potential matches.
Other registration techniques uses Evolutionary Algorithms (EA) to
get the correspondence between the different data sets. In [Santamaría
et al., 2012] and [Santamaria et al., 2013] they propose an image registration method based on EAs which adopts a self-adaptive scheme of the
control parameters. The proposed method takes advantage of the synergies between two recent EAs: differential evolution [Storn and Price, 1997]
and artificial immune systems [de Castro and Timmis, 2002]. A recent
experimental review of evolutionary image registration methods applied to
3D modeling can be found in [Santamaría et al., 2012].

1.3.2

3D data representation

One common part of most of these applications is the necessity to
manage a huge amount of information. Nowadays sensors like Microsoft
Kinect provides up to 300k 3D colored points per frame and they provide
around 15 frames per second. These huge amount on data becomes faster
unmanageable and therefore these applications need techniques of data
reduction, i.e. the reduction of the amount of data trying to preserve the
most valuable information. This data reduction methods vary depending
on the application. We classified the different methods by means of their
applications, but most methods are usually combined to optimize common
processes like visualization, storage or modifications.

1.3.2.1

Raw Data Representation

The information is usually handled directly using the same structure
provided by the input sensors. In this 3D context, we can find sets of 3D
points, range or depth images or their equivalent ordered point clouds and
we also included polygon sets.
5
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1.3.2.1.1

List of Points

Lists or sets of points are a simple structure where we have a collection
of 3D points without any order. Most 3D devices give this kind of values
due to the technology used for the 3D estimation. For example, stereo
vision gets a list of 3D points from the point correspondences between two
color images. This representation model is usually known as point cloud.
Depending on the sensor and the application used, each point can have
additional information like color, size, normal information, etc.

1.3.2.1.2

Ordered Set of Points

In this category we include the depth or range images and the point
clouds that can be directly computed using these images and the intrinsic
parameters of the used sensor. Depth or range images are two-dimensional
matrices where each value is a depth value that represents the distance
between the correspondent 3D point and the center of the camera. The 2D
organization of these 3D or 2.5D representations allows many optimizations
as fast neighbor searching or quick 3D point cloud reduction.

1.3.2.1.3

List or set of polygons

List of polygons is also known as polygon soup. These sets of polygons
is the simplest representation of 3D surfaces where each polygon, usually
triangles and quads, is represented by their vertex. This representation is
inefficient when two different polygons share the same vertices and therefore this representation stores many times the same vertex.

1.3.2.2

Solids and Occupied Space Representation

Most applications use solid models of the objects as a way to represent the occupied space. There are methods and structures that allow
representing solids or occupied space.
6
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1.3.2.2.1

Voxel Grid representation

In voxel grid representation (also known as cell grid), an object is
decomposed into identical cells arranged in a fixed regular grid. These
cells are called voxels (volume elements), in analogy to pixels

Figure 1.1: Original (left) and its Voxel grid (right) representation of the famous
Utah teapot

Figure 1.1 shows and example of a Voxel Grid representation of the
famous Utah teapot1 . On the left we can see the polygon mesh adaptation
of the surface of the teapot implicit model and on the right its voxel grid
representation which has around 1700 occupied voxels (cells).
Voxel Grids or cell grids is a common structure in many applications. In mapping applications is usually found as occupancy maps [Thrun,
2003, Yamauchi et al., 1998]. In [Curless and Levoy, 1996] the voxel grid
is used to subsample range images and then to reconstruct the underlying surface given by the occupied voxels. [Furukawa et al., 2009] uses the
Voxel Grid structure to combine the different 3D reconstructions in a common occupancy map. Other applications use similar structures to simulate
physics phenomena [Rasmussen et al., 2003]
1.3.2.2.2

Binary Space Partition Representation

Binary Space Partition (BSP) is a method to recursively subdivide
a space using hyperplanes into convex sets. This subdivision rises to a
representation of objects within the space by means of a tree data structure
1

http://en.wikipedia.org/wiki/Utah_teapot
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known as a BSP tree.

Figure 1.2: Binary Space Partition example

Figure 1.2 shows and example2 of a BSP tree of the space A. Each
partition creates two new nodes in the tree. This partition can be arbitrary,
in other words, the resulting two partitions do not need to have the same
size.
Many computer graphics applications have used this structure since the
idea was introduced in [Schumacker et al., 1969]. In [Gobbetti and Marton,
2005] the BSPs are used for 3D complex surfaces interactive rendering.
[Chin and Feiner, 1989] used BSPs for real-time shadow generation of
static objects. In [Sohn et al., 2008] the BSPs were used to reconstruct
buildings form airborne lidar data.
1.3.2.2.3

Constructive Solid Geometry Representation

Constructive solid geometry (CSG) is a technique used in solid modeling. Constructive solid geometry allows to create a complex surface or
object by using Boolean operators to combine simplest solid objects called
primitives. These primitives typically are cuboids, cylinders, prisms, pyramids, spheres and cones. The combination of these solid primitives is
usually performed in a tree form, where the leafs are the solids and their
parent nodes are the boolean operations between them.
CSG representation have been used since was introduced in [Voelcker
and Requicha, 1977]. Its simplicity on building complex solids using sim2

8
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Figure 1.3: Demo of constructive solid geometry tree. Complex structure formed
using 3 cylinders, 1 cube and 1 sphere.

ple primitives made CSGs a useful tool for many computer graphics and
CAD/CAM application. Their structure allows easy checking when a 3D
point is inside or outside the object. This feature made CSGs a good structure for collision checking and thats why these structures have been used
in many game engines.
Figure 1.3 shows and example3 of a CSG built using 3 cylinders, 1 cube
and 1 sphere and the intersection, union, and difference Boolean operators.
1.3.2.2.4

Sweep Representation

Another technique to represent 3D solid objects is called Sweep representation. Sweep representations mean sweeping a 2D surface in 3D space
to create an object. However, the objects created by this method are
usually converted into polygon meshes and/or parametric surfaces before
storing. The sweep can be a simple translation or rotation or even complex
curve functions. Figure 1.4 shows two examples of sweep representations4 .
This structure is commonly used in CAD/CAM to generate complex
3

Image from Wikipedia, http://en.wikipedia.org/wiki/Constructive_solid_geometry
Images from AutoCaD documentation (http://docs.autodesk.com) and Ayam 3D
modeling program (http://ayam.sourceforge.net)
4
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Figure 1.4: Solids created using sweeping technique.

model sweeping simple models. In [Shih and Gaddipati, 2005] a combination of a CSG and sweep operation is used in order to generate 3D
models using sweeps as one operation over the CSG tree in addition to
commonly used boolean operations. [Rossignac et al., 2007] presented an
approach to compute the swept volume of a moving solid. As previously
mentioned, sweep representations are commonly transformed into other
representation as polygon meshes. So, there is a lot of work done on how
to transform from sweeping representations to a more computer friendly
model ([Schmidt and Wyvill, 2005, Abdel-Malek and Yeh, 1997]).
1.3.2.2.5

Octree-based Representation

From computer graphics we find another representation model based
on the tree data structure. The Octree is the most relevant within this
kind of models. An octree is a hierarchical structure that subdivides the
space in eight nodes of the same length. Each node in the tree corresponds
to a cubic region of the universe. Nodes are classified as empty, full or
partial if the cube partly intersects an object. A node with label partial
has eight children representing the partition of the cube into octants. This
step is performed recursively until all nodes are empty or full. In this way
a three dimensional scene can be represented by a 2n × 2n × 2n three dimensional array. This structure has the ability to considerably compress
the information of the scene. For example, in [Schnabel and Klein, 2006]
it is presented a progressive compression method that is specifically useful
10
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to deal with densely sampled surface geometry. The proposed method is
suitable for streaming applications, e.g. on the Internet. Octree representation allows many optimizations as fast neighbor searching, fast checking
of occupied space, multi-resolution representation of the data, etc. These
features made the Octree structure a common technique in many computer
graphic, computer vision and mobile robotics applications.

Figure 1.5: Example of an 4 level octree representation of one point cloud.
Colors of boxes represent the levels of the octree from first to forth: red, yellow,
blue and green.

Figure 1.5 shows an example of an 4 depth level Octree representation
of one point cloud of the f r2desk dataset. For a deeper specification of the
dataset we refer the reader to the Section 1.4.2.1. Only occupied cells are
showed and the different levels are represented using different colors. First
eight children nodes from level one are colored in red. Second, third and
fourth levels are respectively represented in yellow, blue and green color.
11
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1.3.2.3

Surfaces

Other common practice in computer vision and computer graphics is
to represent 3D objects as their surfaces. There are various methods to
represent surfaces, some of them we already explained as the polygon set.
Sweep representations explained in solid models can also represent surfaces
when using non-solid primitives. Using sweep representation with polygons
or 2D curves can generate complex and useful models.

1.3.2.3.1

Polygon Mesh Representation

This structure is the most used scheme for surface representation. As
the polygon set, this representation model defines the surface of the complex objects using simple polygons primitives like triangles and quads.
Triangle is the most used geometry form due to it is coplanar and eases
several geometric and visualization operations. In contrast to polygon sets,
polygon mesh representations optimize the data representing the vertex in
a table of vertices and then represent each polygon as a structure which
uses vertex index from the vertex table. This optimization use less data to
represent the same surface than the equivalent polygon soup. This feature
also allows other optimizations as easy modification of the 3D models.
A simplification of the surface model can be directly get by drawing
only the edges of the polygons. This is commonly known as wireframe
or wired model of the 3D surface. Realistic renderings can be produced
by interpolating shading patterns across the polygon surfaces to eliminate or reduce the presence of polygon edge boundaries. Furthermore,
fast hardware-implemented polygon renders are capable of displaying more
than million of shaded triangles per second, including the application of
surface texture and special lighting effects. Figure 1.6 shows an example
of a polygon mesh. On the left we can see the full representation and on
the right we can see the wireframe model.
12
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Figure 1.6: Polygon Mesh example. Full polygon visualization on the left and
wired mode on the right

1.3.2.3.2

Implicit Surfaces Representations

Implicit surfaces are based on mathematical implicit equations. These
equations are a relation of the form:
f (x1 , ..., xn ) = 0

(1.1)

where f is a function of several variables (usually is a polynomial function). When n = 2 the set of values that represent the equation is called
implicitsurf ace. This implicit representation provides a perfect model of
the surface or object and it is an efficient representation to perform operations like inside points checking, surface intersections, boolean operations
(easy to perform complex surfaces with CSG) and easy topology changes.
This representation is the most concise since it only uses an equation to
represent the entire surface or object. One of the main disadvantages is
that needs processing to generate a visual representation of the surface,
usually a polygon mesh or a pointcloud. An example of an implicit surface
is the torus(Figure 1.7):


f (x, y, z) = R −

q

x2 + y 2

2

+ z 2 − r2 = 0

(1.2)

Some common known implicit surfaces are the quadratic surfaces. Quadratic
surfaces are also called Quadrics, and they are second-order algebraic surfaces. Examples of quadratic surfaces include the cone, cylinder, ellipsoid,
elliptic cone, elliptic cylinder, elliptic hyperboloid, elliptic paraboloid, hy13
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f(x,y,z) = 0, surface points
r
R

f(x,y,z) < 0
inside
f(x,y,z) > 0, outside

Figure 1.7: Implicit Surface representation of a Torus on top and the torus
scheme at the bottom

perbolic cylinder, hyperbolic paraboloid, paraboloid, sphere, and spheroid.
1.3.2.3.3

Parametric Surfaces Representations

A parametric surface is a surface in the Euclidean space R3 which
is defined by a parametric equation with two parameters

~r : R2 →

R3 . Parametric representation is a very general way to specify a surface,
although implicit equations are even more general.
Equation 1.3 shows the parametric version of the implicit form of the
torus Equation 1.2. So giving values to the φ and θ parameters we can
have the x, y and z values of the torus surface.
x = rx (r + cos φ) cos θ

−π ≤φ≤π

y = ry (r + cos φ) cos θ

−π ≤θ ≤π

(1.3)

x = rz sin φ

1.4

3D data

In this section we describe the input source we will use in the rest of
this thesis. We focus on sets of three dimensional points expressed using
14
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theirs Cartesian coordinates (x, y and z). This Section introduces the
reader the used sensors and datasets which will be used as input of our
proposed methods.

1.4.1

Sensors

We managed 3D data that can come from different sensor devices. For
outdoor environments we used a laser unit, a LMS-200 Sick

5

mounted

on a sweeping unit. It does not suffer the lack of texture and its range
is 80 metres with an error of 1 millimetre per metre. The main disadvantage of this unit is the data capturing time: it takes more than one
minute in one frame. This device provides us with 3D information in the
form of point coordinates XYZ. This laser was mounted on a PowerBot
from ActiveMedia. It has a battery life of 5h, which is necessary for long
outdoors experiments. Furthermore, PowerBot can carry the 3D sweeping
laser unit, which is very heavy. Figure 1.8 shows two platforms that have
been used for mounting 3D acquisition devices. The left one is an indoor
platform, a Magellan Pro from iRobot. It is used for indoor experiments,
since its dimensions are reduced (diameter: 40 centimetres, height: 24
centimetres). For outdoors we have used a PowerBot from ActiveMedia.
Other experiments were performed carrying the sensors by hand.

Figure 1.8: Mobile robots used for experiments. Left: Magellan Pro unit used
for indoors. Right: PowerBot used for outdoors.
5
LMS-200 Sick laser:
http://robots.mobilerobots.com/wiki/SICK_LMS-200_Laser_Rangefinder
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Figure 1.9 shows images of the used 3D sensors.

Figure 1.9: 3D sensors used for experiments. From left to right: Sick laser unit
LMS-200, Time-Of-Flight SR4000 camera and Microsoft Kinect

For indoor environments we used another two sensors. The first one
is a SR4000 camera from Mesa Imaging, which is a Time-of-Flight (ToF)
camera6 , based on infrared light. ToF cameras were developed as a technology that obtains range (distance) and amplitude maps by the use of a
modulated light source. The main advantages with respect to other 3D
devices are the possibility to acquire data at video frame rates and to obtain 3D point clouds without scanning and from just one point of view. Its
range is limited to 5 or 10 meters, providing gray level color. ToF cameras
allow the generation of point clouds during real time acquisition. The accuracy of ToF cameras varies depending on the internal components and
the characteristics of the observed scene, such as objects reflectivity and
ambient lighting conditions.
The basic principle of ToF cameras consists of an amplitude-modulated
infrared light source and a sensor field that measures the intensity of
backscattered infrared light. The infrared source is constantly emitting
light that varies sinusoidally. Objects located at different distances are
reached by different parts of the sinusoidal wave. The reflected light is
then compared to the original one, calculating the phase shift, by means
of measuring the intensity of the incoming light since the phase shift is
proportional to the time of flight of the light reflected by a distant object. A detailed description of the time-of-flight principle can be found in
[Gokturk et al., 2004].
6
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The SR4000 camera generates point coordinates XYZ, amplitude data
of the scene and a confidence map of the distance measurements. In particular, the confidence map is obtained using a combination of distance and
amplitude measurements and their temporal variations: it represents the
probability that the measurement of the distance in each pixel is correct,
so it can be useful to select regions containing high quality measurements
or to reject low quality ones. In our experiments the amplitude data has
low contrast so they have been equalized.
The second device used is the Kinect

7

sensor, which has been a great

advance in several areas as robotics, computer vision and CAD/CAM. It
is composed of two sensors: an IR (infrared) projector and IR CMOS camera, and a RGB camera. IR sensors provide depth information. The IR
projector sends out a fixed pattern of light and dark speckles. Depth is
calculated by triangulation against a known pattern from the projector.
The pattern is memorized at a known depth and then for each pixel, a
correlation between the known pattern and current pattern is done, providing the current depth at this pixel. The RGB camera has a resolution
of 640 × 480 (307200 pixels). The advantage of this camera against the
SR4000 one is that with the Kinect, the RGB information is obtained,
while in the SR4000 the information comes only from a infrared camera,
which does not return good results from the current feature detectors.
The Kinect depth sensor range is: minimum 800 and maximum 4000 millimeters. In order to obtain 3D information in the form of point clouds
we had to project disparity information obtained from the device to the
three-dimensional space using the known geometry of the sensor.
The relationship between a disparity map provided by the Kinect sensor
and a normalized disparity map is given by d = 1/8 · (dof f − kd), where
d is the normalized disparity, kd is the disparity provided by the Kinect
and dof f is a particular offset of a Kinect sensor. Calibration values can
be obtained in the calibration step [Khoshelham and Elberink, 2012]. In
this way the relationship between depth and a disparity map is given by
the following equation:
7

Kinect for XBox 360: http://www.xbox.com/kinect Microsoft
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z=

b·f
1/8 · (dof f − kd)

(1.4)

where b is the baseline between the infrared camera and the RGB camera
(in meters), and f is the focal distance of the cameras (in pixels). Once the
depth map is obtained calculating the depth z for all points, the projection
of each point in 3D space is given by:

px = z · (x − xc ) · 1/fx
py = z · (y − yc ) · 1/fy
pz = z

(1.5)

Figure 1.10 shows a RGB map (a), a depth map (b) and finally the
projected colored point cloud (c). The depth and rgb maps were obtained
from the Kinect device.
1.4.1.1

CAD/CAM Sensors

With the advent of computer-aided design (CAD)/computer aided manufacturing (CAM) and rapid acquisition devices, it is possible to digitize
old raised shoe lasts for reusing them in the shoe last design software. The
first scanners were mechanical copiers (see Fig.1.11), which are slow and
inflexible, but very accurate and robust, and also offered a spatial ordered
3D information as shaped sections that were easily treated by the CAD
software. The main problem was the slowness that makes them not suitable for rapid prototyping environments, but yet still used in the industry
[Jimeno et al., 2001]. The alternative to the mechanical digitizers are the
optical ones (see Fig.1.11 on the right). The current optical digitizers are
very flexible and provide lots of information quickly. However, the information provided is not sorted in the 3D space, so it is the CAD which should
sort and adapt it to the reconstruction process. The current footwear software requires ordered information defining the shoe last surface. The usual
method to achieve such surface reconstruction is the interpolation of a grid
of points by a tensor surface. This is not only due to the inheritance of
18
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(a)

(b)

(c)

Figure 1.10: a) RGB Map. b) Depth map. c) Projected point cloud.

mechanical copiers supplying a fixed number of points of the shoe last per
step, but also because shoe last manufacture machines are turning lathes,
and to maintain constant angular velocity in the rotation axis, a trajectory
with a fixed number of points per revolution is required.
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Figure 1.11: Left: Mechanical copier. Right: Optical digitizer

1.4.2

Data sets

In addition to the information captured directly by the presented sensors, some public datasets have been used to validate the proposed methods.
1.4.2.1

TUM Dataset

In order to test the implemented scene mapping systems on large scenarios, we used the TUM RGB-D dataset [Sturm et al., 2012]. This dataset
provides RGB-D and ground-truth data with the goal to evaluate visual
odometry and visual SLAM systems. The dataset contains the color and
depth images of a Microsoft Kinect sensor along the ground-truth trajectory of the sensor. It provides images at full frame rate (30 Hz) and
sensor resolution (640 × 480). The ground-truth trajectory was obtained
from a high-accuracy motion-capture system with eight high-speed tracking cameras (100 Hz). Further, it provides the accelerometer data from
the Kinect.
This original dataset contains 39 sequences recorded in two different
scenarios. The “fr1” datasets are recorded on a typical office environment
and the “fr2” datasets are recorded in a large industrial hall. Furthermore,
some sequences are recorded using a hand-held Kinect and the rest using
a Kinect mounted on a wheeled robot. Later, this dataset was extended
with more sequences in order to test scenarios with different texture and
structure appearance or scenes with dynamic objects. Figure 1.12 shows
20
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an example of the point cloud projected from a frame of the “fr1 360”
sequence.

Figure 1.12: Point cloud example of the “fr1 360” sequence.

This dataset proposes some evaluation measures based on the comparison of the estimated trajectories of the camera and the ground-truth ones.
The Relative Pose Error (RPE) measures the accuracy of the trajectory
over an interval. This interval could be time based or frame based. The
other measure is the Absolute Trajectory Error (ATE) that compares the
absolute position of the entire trajectory. This ATE measure is better for
visual SLAM systems since Visual odometry systems do not usually have
trajectory correction and therefore the absolute position error is accumulative. Therefore, we use the RPE to measure the quality of the implemented
systems. Regarding precision of the ground truth information, the authors
concluded from their calibration measures that the relative error of the
Kinect camera position on a frame-to-frame basis in the ground truth data
is lower than 1mm.
21
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1.4.2.2

Shoe last dataset

This dataset is provided by the Spanish Technological Institute for
Footwear Research (INESCOP). It contains a set of digitalized point clouds
of different shoe last models. Figure 1.13 shows an example of a digitalized
shoe last.

Figure 1.13: Shoe last digitalized point cloud.

These digitalized shoe lasts are processed in order to remove noise
points. The application presented in section 4.4 uses these model point
clouds in order to generate the Tool Path Trajectory to reproduce these
CAD/CAM models. Due to the traditional behavior of this Computer
Numerical Control (CNC) machining tools some parts are virtually added
to the model and therefore the dataset that we used looks like the point
clouds shown in Figure 1.14.
1.4.2.3

Blensor Simulated dataset

We also used other tools to generate point clouds without the noise
given by the RGB-D sensors.

For that purpose the Blensor software

[Gschwandtner et al., 2011] was used. It allowed us to generate synthetic
scenes and to obtain partial views of the generated scene as if a Kinect
22
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Figure 1.14: Shoe last dataset. Three different shoe models (first column) and
their top, side and front views

device was used. The main advantage of this software is that it provides
ground truth (absence of noise).
Figure 1.15 shows a synthetic scene generated using Blensor. On the
left is shown the 3D mesh of the scene we want to simulate to capture.
The ground truth scene without noise is shown on the top right side while
the partial view of the same scene adding simulated noise is shown on the
bottom right side. Noise was simulated using a Gaussian distribution with
zero mean and different deviation factors.

1.4.3

ViDRILO: ImageClef Dataset

We also participate in the creation of a new RGB-D Dataset. The
Visual and Depth Robot Indoor Localization with Objects information
Dataset or ViDRILO has been created for the Robot Vision Challenge
of the ImageClef 8 . This challenge addresses the problem of semantic
place classification using visual and depth information including object
recognition.
8

http://imageclef.org
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Figure 1.15: 3D mesh model of the scene on the left. Simulated using Blensor
noiseless pointcloud at top right and noisy pointcloud at bottom right.

The whole dataset was adquired in two office buildings (Politécnica II
and III) at University of Alicante(Spain) using a Powerbot robot (right
part of Figure 1.8) with a kinect onboard. The robot has a sweeping unit
equiped with a 2D Sick laser. We placed a Kinect camera on top of the
sweeping unit which provides a total height of 90cm. The robot was teleoperated with a joystick during the complete path, with an average speed
of 0.3m/s. The dataset contains both the RGB image (color image) and
the 3D colored point cloud of various sequences taken in different rooms
with different distribution of objects. Figure 1.16 shows an example of a
secretary room of the provided data.

1.5

Proposal

After briefly describing the registration problem we propose to perform an experimental study of the state-of-the-art methods in order to
choose the method that better fits with the man-made scenarios with
which we are dealing. The chosen incremental registration method will
have to deal with the 3D data provided by the low-cost RGB-D sensors
24
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Figure 1.16: Example of one frame data from the ViDRILO Dataset. Color
image on the left and the point cloud on the right.

with their consequent noise. As we are using these cameras to register
large scenarios and getting depth values where these devices give high errors, we will study which methods are more robust and gets better motion
estimations. In addition, in order to represent the resulting reconstructed
point clouds or the 3D points from other input sources, as those given
directly by the RGB-D sensors, we propose using Growing Self-Organizing
Maps (GSOMs). In particular we propose the use of the Growing Neural Gas algorithm to represent the input space of the point clouds as a
map of neurons and their connections. Based on previous works with
GSOMs[Garcia-Rodriguez, 2009, Angelopoulou et al., 2005], these GNGs
are able to adapt their topology to the input space in 2D and is able to
get a reduced and compact representation with few influence of the noisy
data of the input space [Stergiopoulou and Papamarkos, 2006, Doucette
et al., 2001, Garcia-Rodriguez et al., 2010, Baena et al., 2013].
Furthermore, due to the size of the 3D point clouds, we propose a
compression method that uses geometric information in order to reduce
the input space. In man-made scenarios there are usually plenty of planes,
so our method detects the points that belongs to planes an then try to
reduce that planes into triangles. These triangulations allow the system to
generate a similar distribution of points than the original point cloud has.
Therefore our proposed method is lossy. Its plane approximations allows
the method to partially reduce the noise given by the RGB-D sensors.
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1.6

Goals

The main goal of this research is the study and validation of efficient 3D
data processing methods which will be able to help solving prevailing 3D
computer vision and mobile robotics problems presented in Section 1. Regarding registration, we seek to analyze state-of-the-art methods in order
to find the one that better fits to our application on scene reconstruction
using 3D data from low-cost RGB-D cameras like Microsoft Kinect. The
selected methods must be able to deal with noisy data and outliers.
In order to manage huge point clouds, we propose a Growing Neural
Gas as a base of our representation method. This compact and reduced
representation of the input clouds eases later applications as 3D reconstruction. Their structure allows to speed up common operations like neighbor
searching and is able to reduce the noise and the outliers influence in the
later algorithms.
An accelerated hardware implementation of the proposed technique
will be developed in order to achieve a considerable speed-up regard CPU
implementations and real-time processing rates.
In addition, a geometric compression method will be proposed in order
to reduce the storage size of the point clouds. The method proposed is
based on plane detection and besides the compression rates the method
gets. These planes can be used in later processes like 3D reconstruction or
registration.
As a secondary goal we will show the goodness of the GPU architectures
to manage huge 3D data. Besides the GNG acceleration we will show the
benefits of these parallel architectures in a CAD/CAM application which
will get a significant improvement.

1.7

Structure of the dissertation

The Phd dissertation has the following structure:
In Chapter 2 we first revise the state-of-the art of 3D registration methods. Then we perform an experimental analysis of some selected methods
to determine which one better fits to 3D scene registration.
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In Chapter 3 we focus in 3D representation and compression methods.
First we study and analyze the main methods for 3D representation where
we describe the Growing Neural Gas (GNG) [Fritzke, 1995]. In the second
part of this chapter, we propose use this self-organising map as representation model of 3D point cloud scenes. We compare our proposal against
other commonly used structures.
In the third part of this chapter, we study different compression methods of 3D surfaces and point clouds and then we present our proposal of
3D geometric compression method. We experimentally show the goodness
of our method that noticeably reduces the size of the point clouds and is
able to reconstruct similar point clouds than the originals.
In Chapter 4 a general overview of the goodness of the GPU architectures pointing out how GPUs have democratized High Performance Computing (HPC) in last years is presented. Furthermore, an analysis about
the architecture and the programming model of General Purpose Graphic
Processing Unit (GPGPU) architectures is detailed.
In the second part of this chapter, GPGPU implementation of the proposed Growing Neural Gas is presented. The redesign of the algorithm is
showed and we test the different optimizations to analyze the performance
speed up of our implementation. Finally, this chapter presents an accelerated GPU-based implementation of CAD/CAM common method. In
particular, the Virtual Digitizing algorithm is redesigned and implemented
using these GPU technologies, showing good performance results.
Finally, in Chapter 5, the conclusions extracted from the present work
are detailed. Moreover, contributions to the topic are presented and publications derived from this work are enumerated and briefly described.
To conclude the chapter, future directions of the research carried out are
showed.
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3D Scene Registration
In this chapter, we present a comparative analysis of some of the
most important methods used in the literature for registration in
static scenarios. This analysis begins introducing the characteristics of the registration problem, dividing the approaches into fine
and coarse methods. Then, a detailed experimentation is carried
out to determine the behavior of the different methods. For testing
purposes, we have used standard datasets. Section 2.1 describes
the registration problem. Next, coarse methods are presented in
Section 2.2 and fine methods in Section 2.3. Then, experimentation with scene mapping algorithms are carried out in Section 2.4.
Finally, conclusions are discussed in Section 2.5 .
Registration of multiple 3D data sets is a fundamental problem in many
areas such as computer vision, medical imaging [Yang et al., 2013], object reconstruction, mobile robotics, augmented reality [Duan et al., 2009],
etcetera. Due to the increasing usage of current low-cost RGB-D sensors, such as Microsoft Kinect or Primesense Carmine, this technology has
opened new lines of research.
The registration problem could be addressed in two ways. First, searching the solution in the correspondence space. In this case, the problem
is comprised of two related sub-problems: correspondence selection and
transformation (or motion) estimation. In the former, point correspondences between data sets are chosen, while in the latter, the transformation which minimizes the error (and therefore the distances) between

corresponding points are estimated. Second, searching the solution in the
transformation space. An objective function is defined (for example, the
distance between two datasets) and a search is carried out using different
transformations to find out the one which minimizes the objective function.
Several registration problem related reviews can be found in the literature. In [Zitová and Flusser, 2003] a complete color image registration
survey was presented. [Tam et al., 2013] compiled a survey of rigid and
non-rigid point cloud and meshes registration methods. In this chapter,
we are focused on an experimental review of the state-of-the-art rigid registration methods for RGB-D images provided by kinect-like devices like
Microsoft Kinect1 , Primesense Carmine2 and Asus Xtion3 .
Three dimensional data can be obtained with different devices: 3D
laser, stereo cameras, time-of-flight cameras, RGB-D cameras, etcetera.
Depending on the used input sensor, some algorithms provide better results than others. Some 3D laser systems do not provide color information,
so algorithms which need visual features are not suitable. Other 3D lasers
systems provide color information (using different approaches to incorporate color to the depth information), but their cost is prohibitive. Stereo
cameras suffer from the lack of textures: image areas without texture do
not provide depth information. The visual information of time-of-flight
cameras, like SR4000, is infrared so visual feature extraction methods like
SIFT [Lowe, 2004] do not work properly with this kind of cameras [Cazorla et al., 2010], as the infrared response is affected by natural light.
Besides, the SR4000 camera provides noisy images and the repeatability
of the SIFT feature is low.
With respect to registration methods, RANSAC [Fischler and Bolles,
1981] works with features (visual or 3D). It is faster than other methods
and allows a proper registration in presence of noisy feature matches. Since
global properties of objects are vulnerable to occlusions and clutter in the
scene [Hetzel et al., 2001], local invariant features are usually used for this
purpose. Moreover, local features could be used for registration of non
rigid objects in scenarios, i.e. articulated or deformable objects. However,
1

http://www.xbox.com/en-US/kinect
http://www.primesense.com
3
http://www.asus.com/Multimedia/Xtion_PRO
2
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RANSAC results depend of the ratio between inliers and outliers. If there
are many more outliers than inliers and the number of inliers is low, then
the probability of finding the best solution is low. Furthermore, if the
number of matched features is low, there is a high probability to obtain a
small number of inliers. Iterative Closest Point (ICP [Chen and Medioni,
1991, Besl and McKay, 1992]) uses all the points in the scene, but it is
extremely slow compared with RANSAC. There exist several variants of
the ICP method, which are faster calculated, but reducing the amount of
points or using some feature points(i.e, using color or high image gradient
values). We compare the original ICP only including the Kd-tree to speed
up the correspondence searching. Due to the high variety of methods, we
carried out a study of the registration methods which use RGB-D sensors.
In order to review and describe the state-of-the-art of the rigid registrations approaches, we decided to classify the methods in coarse methods,
which make the registration using a subset of the input data, and fine
methods, which use all the information to estimate the transformation.
This classification is used in [Campbell and Flynn, 2001, Salvi et al., 2007]
but many others can be found in the literature, such as dense/sparse,
intrinsic/extrinsic, etcetera. Despite this classification, most of the registration approaches use an hybrid method to first coarse register using only
a subset of the data and, finally, refining the result using the whole set. In
order to analyze the performance and accuracy of the reviewed methods,
we applied them to a common mobile robotic application, 3D map reconstruction. The mapping problem consists in registering the point sets
obtained by the robot at different positions in order to get a map of the
environment around the robot.

2.1

Registration Problem

Figure 2.1 shows an example of a registration result. On the left, we
show the two point clouds provided by the Kinect camera which are shown
in a common reference system. As both point clouds were taken from
different view points, objects appear repeated. On the right, we show both
registered point clouds together with the initial position (red pyramid) and
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the estimated one (green pyramid) of the camera.

Figure 2.1: Left, two non-aligned point clouds. Right, both point clouds aligned
and the estimated and reference positions of the camera.

As we stated before, the registration problem can be afforded by different approaches. But they all share a common definition: registration
problem is the process of transforming different datasets into a common
coordinate system. This means, to find the transformation needed to align
one new dataset S to a reference dataset M .
Formally, the transformation T (comprised of a rotation and a translation) that minimizes the distance between the transformed points S = {s}
and the reference points M = {m} is obtained minimizing:
T ∗ = arg min
T ∈V

X X

km − T (s)k

(2.1)

s∈S m∈M

where m is the point that matches with the point s, k·k is the distance
measure between points, usually euclidean distance, and V = {T } is the
set of all possible transformations.
There are several approaches to solve the registration problem but all
of them share the same scheme. Figure 2.2 shows the main steps in a
complete registration process. These steps are:
• Pre and post processing are phases where smoothing or noise rejection are applied to enhance the result of the registration.
• The registration part where the two data sets (input and model) are
aligned. This step varies depending on the used method.
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• The model datasource is usually the input source of the previous
registration, so it has usually the same data structure than the input
data. At the end of the registration process, the filtered input is
stored as the model for the next iteration.
• The output of the process could be just the transformation or the
registered model.

Coarse
alignment
Pre-process
data

Post-process
data

Registered
model
Transformation

Fine
alignment

RGB-D sensor
Model

Figure 2.2: General scheme of registration process.

However, not all of these steps are always carried out. Focusing in the
coarse and fine registration classification, the preprocessing phase could be
omitted when views are close enough, and an initial alignment step is not
needed. The post-processing phase could be avoided if the demanded accuracy is not high and coarse registration phase provides accurate enough
results. Furthermore, there exists different techniques to apply the registration process, such as multi-view where one dataset is registered against
a group of datasets and not only against a single view.
Regarding time performance, coarse registration methods could be
faster than fine methods due to the fact that they use features from the
scene reducing the amount of data to be registered. However, they need additional time to calculate features and matching them. Generally speaking,
generic algorithms that were conceived to be used with different 3D sensors
(stereo, laser, etc.), e.g. ICP for fine registration and RANSAC for coarse
registration, have not been developed considering temporal constraints.
Despite the ICP has several variants, including the use of a KDTree to
search the closest pair of points, or reducing the number of noise by reject33
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ing wrong data, even uniformly downsampling the original data, it is still
a time demanding algorithm. Furthermore, RANSAC is time consuming
in those cases where the number of tested random samples is too large,
and then several iterations of the algorithm have to be executed. However, implementations able to work at the video frequency can be found in
the literature for both methods [Rusinkiewicz and Levoy, 2001] [Raguram
et al., 2008]. Specific methods designed for RGB-D cameras, including ICP
for refinement, as KinectFusion, DVO and RGBDemo were developed to
work with cameras that provide about 30 fps such as the Microsoft Kinect.
Therefore, variants of registration methods could be used to work at video
rate.

2.2

Coarse Methods

Coarse methods do not use all the available data, but they downsample the data. Feature based methods are commonly used, which try to
reduce the amount of points of both sets (model and scene) using a given
detection and description feature method to represent the input data. A
feature has a position (point) and a descriptor (where the information
around the position is described). Features can come from image (visual
features) or directly from 3D data (3D features). Independently of the kind
of feature used, the steps of the registration methods are: feature detection/description, feature matching and transformation model estimation.
These steps are shown in Figure 2.3.
The feature detection step detects salient and distinctive parts of an
object (shapes, closed regions, contours, lines, line intersections, etc.) in
the data sets using a feature detection method, and then represents the
detected part as a set of values called feature descriptor. This step can be
applied to the 3D data directly or to the 2D image (when using RGB-D
cameras) and then assigning their 3D information. Thus, the number of
elements is extremely reduced (from 340.000 to less than 1.000 in the case
of a Kinect camera).
There are several feature detectors and descriptors that work with 2D
data. One of the most used is the SIFT (Scale Invariant Features Trans34
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SCENE POINTS

MODEL POINTS

FEATURE DETECTION

FEATURE DESCRIPTION

FEATURE MATCHING

TRANSFORM ESTIMATION
FINAL TRANSFORMATION

Figure 2.3: Overview of the feature registration model.

forms) [Lowe, 2004] which provides both feature detection and description.
The SURF feature (Speeded Up Robust Features) [Bay et al., 2008] is similar but faster than SIFT. For a deep study of different visual features see
[Gil et al., 2010].
Only a few general purpose pure 3D feature detectors/descriptors have
been presented. In [Głomb, 2009], some extensions of the well-known 2D
Harris detector are proposed. In [Rusu et al., 2009] a pure 3D descriptor
is presented. It is called Fast Point Feature Histograms (FPFH) and it is
based on a histogram of the differences of angles between the normals of the
neighbors of the source point. [Johnson, 1997] proposes a representation of
a 3D surface for matching. In [Viejo and Cazorla, 2008, Viejo and Cazorla,
2014] a planar patch feature extraction process is applied to the raw 3D
data in order to obtain a complexity reduction. [Zeisl et al., 2013] uses
geometric constraints from normals to achieve 3D registration of indoor
datasets. Feature matching methods are commonly based on the euclidean
distances between the feature descriptors.
There are other methods that use visual features with which the registration can be obtained directly in the matching process. For example, in
[Wu et al., 2008], a new visual feature is presented and used for 3D scene
alignment. Other work [Koser and Koch, 2007] uses depth and texture
from the visual data to build a visual feature which is invariant in planar
surfaces. The most used method for finding the transformation between
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correspondences is based on the RANSAC (Random Sample Consensus)
algorithm [Fischler and Bolles, 1981] since the matching step usually yields
a lot of outliers. It is an iterative method that estimates the parameters
of a mathematical model from a set of observed data which contains outliers. In our case, we look for a 3D transformation (our model) which best
explains the data (matches between 3D features). At each iteration of
the algorithm, a subset of data elements (matches) is randomly selected.
These elements are considered as inliers. A model (3D transformation) is
fitted to those elements. All other data are then tested against the fitted
model and included as inliers if their error is below a given threshold. If
the estimated model is reasonably good (its error is low enough and it has
enough matches), it is considered as a good solution. This process is repeated a number of times(depending of a given probability to find a good
model) and then, the best solution is returned.
Other registration methods are based on Genetic Algorithms (GA) as
in [Brunnstrom et al., 1996]. Using these strategies, the problem of registration is dealt as a search/optimization problem. The final transformation
is generated using a genetic algorithm, getting some information of pairs
to estimate the best transformation of all the transformation generated by
the GA.
[Stückler and Behnke, 2012] uses a multi-resolution surfel (surface element) representation of the RGB-D images. This approach uses shape
descriptors of the surfels similar to [Rusu et al., 2009] and color histograms
in a CIE-Lab space. It uses these feature descriptors and the spatial properties of the multi-resolution octree to get the surfels correspondences and
then iterates to get the estimated transformation in a similar way than
ICP.

2.3

Fine Methods

Fine registration methods are commonly used to refine a nearly close
registration. In contrast to coarse methods, fine methods usually use all the
available data in order to get the correct transformation between datasets.
Due to the amount of data used, they usually follow an iterative method to
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incrementally refine the estimated registration. Nowadays, one of the most
used method is the Iterative Closest Points [Chen and Medioni, 1991, Besl
and McKay, 1992] and its variants. Warping Image methods were used in
the past to register [Lucas and Kanade, 1981] colored stereo images. In
[Druon et al., 2006], color is used to constraint the search of the closest
points. [Kerl et al., 2013] presented a 3D colored variation of the method
to register consecutive RGB-D images.

2.3.1

Iterative Closest Points and Variations

Some of the 2D/3D registration methods use the distance information
between the matched points to calculate the global transformation which
best explains the change of the position of two data sets. In this kind
of methods, the registration solves two problems iteratively, (a) finding
the correspondence (or matching) between points and (b) estimating the
transformation which best explains the correspondences. The most used
of these methods is the Iterative Closest Point (ICP). The structure of the
ICP method is shown in Figure 2.4.
SCENE POINTS

MODEL POINTS

INITIAL TRANSFORMATION

TRANSFORM SCENE POINTS

CALCULATE PAIRS AND ESTIMATE ERROR

UPDATE TRANSFORMATION

True

MAX. ITERATIONS OR
ENOUGH ACCURACY

False
FINAL TRANSFORMATION

UPDATED TRANSFORMATION

Figure 2.4: Overview of the Iterative Closest Point algorithm.

One of the data sets is the model and the other one is called as the scene.
The ICP starts with a given initial transformation, and then continue
iterating into two consecutive steps. First, scene points are transformed
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using the current transformation. After that, the correspondence pairs are
calculated using the scene and model points. These correspondences are set
as the closest distance between the points of both sets. At the end of each
iteration and using the correspondence information, the transformation
that best explained the correspondences is calculated. Base scheme of the
ICP normally gets a local optimum solution for the registration, depending
of the initial transformation given to the ICP method. This is the basic
structure of the ICP, from which a lot of variations have emerged which
seek to change or improve any of the steps of the classical ICP.
The initial ICP [Chen and Medioni, 1991] uses all the points of the
scene and model sets, matching the points with the least Euclidean distance. There are several methods that try to improve this time consuming
step. For example, [Turk and Levoy, 1994] uses an uniform sub-sampling
method to reduce the amount of points of the data sets. Another one is
the random selection of points [Masuda et al., 1996], which reduces the
number of points quickly, at risking to lose some parts of the structure
of the data sets. The method proposed by [Weik, 1997] uses additional
information to find the correspondences, like colour or changes in intensity
of the points. Other methods use a kd-tree or a closest-point cache system
[Simon, 1996] in order to speed up the search process. Other papers like
[Godin et al., 1994] weights the correspondence pairs with respect to their
distance, giving less weight to pairs with higher distance or also depending
on the difference between the normal of the points. Another criteria for
weighting the matching step is to assign different weights with respect to
the noise model of the sensors. For example, if the camera produces more
noise to farther points, those points will have them less weight than points
close to the camera. Another approach [Pulli, 1999] proposes to reject a
percentage of the worst matches, according to some criterion, usually distance from the points. Other variants, like [Masuda et al., 1996], reject the
pairs whose distance is greater than a multiple of the standard deviation
of the distances. Some papers, like [Zinsser et al., 2003], propose a collection of variations of the classical ICP in order to make it more robust and
efficient.
Iterative Closest methods are also used in current systems. The method
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proposed by [Zhang et al., 2011] searches multiple nearest points, then discard the correspondences with larger distance than a computed threshold
and only takes the correspondences that are bi-unique (i.e. a model point
corresponds with just one scene point, in other words, avoids many-to-one
correspondences).
[Henry et al., 2010] presents an hybrid approach of ICP and visual
features. This modification of the original ICP makes use of SIFT visual
features [Lowe, 2004] and RANSAC [Fischler and Bolles, 1981] to get an
initial guess transformation and then applies the ICP, but instead of just
getting the transformation that reduces the nearest neighbor distance of
the points, it also uses the distances between the corresponded visual features using a parameter to weight both distances. This weighted system
allows the ICP to align the two data sets using both, the visual information
of the visual features and the geometric information of the point cloud.
Other variations of the ICP are based on KinectFusion [Izadi et al.,
2011], which builds a model of the scene while it computes the positions of
the camera. This model is internally represented as a volumetric Truncated
Signed Distance Field (TSDF). Each point in the space stores the distance
against the closest surface (positive if it is outside or negative if it is inside)
and a weight value. This representation model allows the system to fuse
the consecutive depth images into one model, getting a smoothed model.
This registration against a model, instead of the last frame images or point
clouds, allows the system to avoid the drift in the registration and gets
smoothed maps and camera trajectories.
Some different modifications of the original KinectFusion appeared.
Kintinuous [Whelan et al., 2012] presents a modification that allows the
KinectFusion to work on bigger environments by shifting the model volume and saving the triangulation mesh that is removed from the working
volume. [Whelan et al., 2013a] presents an integration of the Kintinous
with a RGB-D visual odometry algorithm based on [Steinbrucker et al.,
2011]. Another extension of the Kintinous [Whelan et al., 2013b] uses
SURF features and constructs a pose graph to perform the loop closure to
correct the camera trajectories.
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2.3.2

Warping Image Methods

Warping Image methods are based on the photo-consistency of the
image pixels. [Lucas and Kanade, 1981] presented an image registration
method which uses the spatial intensity gradient at each point to modify
the current estimated transformation and it also uses a Newton-Raphson
iterative method to converge to better transformations. Following the same
idea, [Koch, 1993] used this approach to estimate efficiently the transformation of a textured model onto an image. This method is based on minimizing the photometric error between the observed and the synthesized
image. First, the image is projected to 3D. Then, a 3D transformation is
applied to the obtained 3D points. Finally, the transformed points are reprojected to 2D in that synthesized image. [Comport et al., 2007] used this
approach to estimate the camera position over consecutive stereo images
due to the slightly movement of the camera. This approach was adapted
to RGB-D sensors in [Steinbrucker et al., 2011] and [Audras et al., 2011]
where they show good registration results and camera position estimations
using Kinect images. Recently [Kerl et al., 2013] presented a refined approach of their Dense Visual Odometry (DVO) method where they use
a residual images weight system (differences of the images’ gradients) in
order to gain robustness against noise and large movements.

2.4

Scene Mapping Methods

To register large scenes, several RGB-D data have to be registered
into a common coordinate system. Most of the scene mapping methods
use a Simultaneous Location And Mapping (SLAM) [Dissanayake et al.,
2001, Endres et al., 2012, Chang et al., 2013, Shen et al., 2013] scheme to
get the registration of consecutive RGB-D datasets. SLAM methods use a
global rectification approach to reduce the incremental error of consecutive
estimations.
We implemented and tested some of the state-of-the-art registration
methods to test and compare their results on representative RGB-D datasets.
The methods tested are Visual Features, Dense Visual Odometry and
KinectFusion. The Visual Features method is an hybrid system which
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uses FAST detectors, BRIEF descriptors and then a RANSAC algorithm
to estimate the transformation that better explains the correspondences
between the features extracted from the scene and the model data. To
refine the RANSAC estimated transformation, we also applied an Iterative Closest Point algorithm. The FAST detector [Rosten and Drummond,
2005, Rosten and Drummond, 2006] and the BRIEF descriptor [Calonder
et al., 2012] are implemented in the OpenCV library4 . RANSAC and ICP
methods are implemented in the Point Cloud Library (PCL)5 . We also
implemented some variations of this method to observe the difference of
applying visual features or ICP to estimate the transformation individually. The Dense Visual odometry method is provided as a ROS package6 .
Finally, the KinectFusion method is also provided by the PCL. KinectFusion was not originally implemented to register large scenarios but PCL
has a modification of this algorithm to extract the model as a polygon
mesh and to update the model. To test the implemented scene mapping
systems on large scenarios, we used the TUM RGB-D dataset [Sturm et al.,
2012] described in 1.4.2.1. Table 2.1 shows the average camera translation
and rotation velocities of the different sequences. We observe that some
sequences like “fr1 xyz”, “fr2 xyz”, “fr2 desk” and all of “fr3” have low
camera speeds. Other sequences like “fr1 desk” and “fr1 desk2” have high
translational motions so the movement between frames is higher. The “fr1
360” has low translational velocity but it has high rotational speeds that
also influence on the registration results. For a deeper specification of the
dataset we refer the reader to the 1.4.2.1 section.
We performed two different experiments to test the selected methods.
First, we analyzed the results over different sequences of the TUM dataset.
Second, we performed an experiment to test the behavior of the methods
over different combination of texture and geometry appearance.

4

http://opencv.org/
http://pointclouds.org
6
http://vision.in.tum.de/data/software/dvo
5
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Sequence
fr1
fr1
fr1
fr1
fr2
fr2
fr3
fr3
fr3
fr3

xyz
desk
360
desk2
xyz
desk
structure & texture
no structure & no texture
no structure & texture
structure & no texture

Number of
Frames
780
595
739
631
3594
2234
904
451
447
791

Avg. Trans.
Vel. [m/s]
0.24
0.41
0.21
0.43
0.06
0.19
0.193
0.196
0.299
0.166

Avg. Rot.
Vel. [deg/s]
8.92
23.33
41.6
29.31
1.72
6.34
4.323
2.712
2.890
4.00

Table 2.1: Number of frames and the average camera translation and rotation
velocities of the used datasets.

2.4.1

Experiment I

In this first experiment we analyze the results of each method on the
different sequences. For the sake of clarity, some “y axis” are trimmed
because there are some high error values that represent a totally misalignment or registration error. Some graphs are not complete since the
implementation fails and it is not able to recover or register the following
frames. The blue lines represent the translational error. The ground-truth
translational magnitude (in meters) is included on the following graphs as
red lines and permits to reflect the relative error with respect to the real
translation. Following the considerations of the dataset authors’ evaluation method, we do not show the rotational error because, as the camera is
continuously moving, an error in the rotation estimation involves an error
in the translational error.
Figure 2.5 shows the results of the KinectFusion implementation. We
observe that KinectFusion fails in the “fr1 desk” and “fr1 360” sequences.
The rest of the results looks quite smooth despite some high errors. Moreover, some of these sequences have parts where there is a lack of geometry so the methods get high error or even it gets lost. According to the
ground-truth camera relative movement(represented with red lines), the
“fr1 xyz” sequence has continuous changes in velocity and direction. In
the “fr2-desk” sequence, the ground truth (red line, frames 293, 439 and
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658) describes sudden/abrupt movements, which are caused by a lack of
ground truth information. Thus, the distance between these consecutive
frames is relatively high.
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Figure 2.5: Blue: KinectFusion Relative Pose Translational Errors (y axis, meters) on the selected sequences (x axis, frames). Red: Relative Ground-truth
motion (meters)

Dense Visual Odometry results are shown in Figure 2.6. We observe
that DVO has more variability in the “fr1 xyz” caused by sudden changes
of direction. DVO gives good results on the sequences with smoothed
movements like “fr2 desk”. With the “Fr1 360” sequence, the method
provides high errors caused by the high rotational camera motion. In
general, the DVO method works better than the KinectFusion except on
the “fr2 xyz”.
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Figure 2.6: Dense Visual Odometry Relative Pose Translational Errors (y axis,
meters) on the selected sequences (x axis, frames).

Visual Features with ICP refinement results, showed in Figure 2.7,
have quite the same or higher error values than DVO and KinectFusion.
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There are no relative high error on most of the sequences. The results
with “fr2 desk” show higher error in one of the last frames (frame 659).
“Fr2 xyz” sequence results have a high error due to the error introduced
by the localization of visual features which is not corrected by the ICP
refinement.
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Figure 2.7: Visual Features + ICP Relative Pose Translational Errors (y axis,
meters) on the selected sequences (x axis, frames).
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Figure 2.8: Visual Features Relative Pose Translational Errors (y axis, meters)
on the selected sequences (x axis, frames).

The results of the Visual Features method (Figure 2.8) show a similar
structure than the Visual + ICP method but the errors are higher in almost
all the cases. We now observe the difference of applying the ICP refinement
step. In general, the Visual Features method without the ICP refinement
has higher errors.
Figure 2.9 shows the results of the Iterative Closest Point method.
We observe similar errors than the ones obtained with the Visual features
method but it also has some high errors like at the beginning of the “fr1
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desk2” and in the “fr2 desk” sequences. As expected, ICP gets better
results than Visual Features in the sequences with less movement since
the frames to register are initially very close. In the “fr1 360” sequence
with high rotational movements, the ICP gets several high errors. Mainly,
the Visual Features with ICP refinement works better than both methods
individually. It is worth noting that the implementations of the Visual
Features and ICP methods do not constrain the transformation result and
that is why some high errors are obtained. Those high errors are not suitable for a scene reconstruction application. These errors can be detected
and corrected or discarded by a simply movement boundary limitation like
the one the KinectFusion and the DVO use.
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Figure 2.9: ICP Relative Pose Translational Errors (y axis, meters) on the
selected sequences over all the frames (x axis, frames).

To summarize, Figure 2.10 shows the average errors and the standard
deviation of the five tested systems on the different sequences. The sequences with low camera velocities (“fr1 xyz” and “fr2 xyz”) have lower
error values. In the “fr1 360” sequence, we spot the influence of the rotational velocities on the registration methods. Despite it has a low translational velocity (0.21 m/s), its rotational velocity increases the error values
of the methods as it can be observed in the error bars and their standard
deviation. The ICP refinement improves the Visual Features method. This
improvement is particularly noticeable in the “fr1 360” sequence. We conclude that the Dense Visual Odometry method is one of the most robust
methods and provides low errors on each sequence.
Finally, Figure 2.11 shows the error in the camera pose of the Kinect45
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Figure 2.10: Error means (bars) and the standard deviations (error lines) of the
five different methods applied to the selected sequences.

Fusion, DVO and Visual Features + ICP methods over the “fr1 desk2”
sequence. Due to the incremental estimation of the camera pose, a high
error in one estimation can lead to a totally misaligned trajectory. This is
the case of the KinectFusion. When a higher error is detected, an additional method must be implemented in order to discard the frame and use
previous correct position.

2.4.2

Experiment II

In this experiment we focus on the analysis of the results of the three
main tested methods in scenarios with special features. The TUM dataset
has a special “fr3” set of sequences where different combinations of texture
and geometric (structure) appearance are presented. We use four different
combinations of texture and structure appearance. First column of Table
2.2 shows some examples of the data. Sequence a represents a scene with
detailed texture and geometric appearance. Sequence b shows an empty
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(a)

(b)

(c)

Figure 2.11: Camera trajectories estimated on the sequence “fr1 desk2” by the
KinectFusion (a), the Dense Visual Odometry (b) and Visual Features + ICP
method (c).

and white floor so it represents a non texture and non structure information
sequence. Sequence c has only some posters in a wall so it represents
the texture and non structure information situation. The last sequence d
represents the non texture and structure information data.
Experiment 2.4.1 showed that the combined Features with ICP refinement worked better than the two methods separately. Furthermore, in
order to improve the interpretation of the results we did not include the
ICP and Visual Feature methods in the Table 2.2.
Table 2.2 shows the Relative Pose Translational Errors of the three
tested methods. Results show a general poor registration since most of
the errors are bigger than the real translation movement. However, the
errors are mostly lower than 2 cm. Despite the simplicity of the scenes, we
observe a high error in most of the scenes with different methods. In the
sequence with a lack of structure information (b and c) the results of the
three methods are similar. In general, we observe that the KinectFusion
method obtains the best results with the exception of the sequence with
texture but no structure information where the Visual Features with ICP
refinement obtains the best results.
Figure 2.12 shows the average errors and the standard deviation of the
five tested methods on the different sequences. The Dense Visual Odometry method gets the biggest errors on these sequences. The KinectFusion
method (Kinfu) obtains the best results on the sequences with geometry
information and obtains results closest to the best on the other two se47
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Table 2.2: Relative Pose Translational Errors in blue color (y axis, meters) on
the fr3 sequences (x axis, frames) of the Dense Visual Odometry, KinectFusion
and Visual Features with ICP refinement methods. Red color values represent the
groundtruth pose movement. Sequences a) structure & texture b) no structure &
no texture c) no structure & texture d) structure & no texture

quences.

2.5

Conclusions

In this chapter, we first made a description of some different registration
methods using RGB-D sensors, dividing them into coarse and fine methods.
This classification facilitates the description of the main features of the algorithms. We tested five different registration methods and quantitatively
measured the error in the transformation estimation using a state-of-theart RGB-D dataset for Visual Odometry and SLAM systems. Using the
evaluation measures and tools provided by the dataset, we analyzed the results of the tested methods which are: the KinectFusion, the Dense Visual
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Figure 2.12: Error means (bars) and the standard deviations (error lines) of the
five different methods applied to the different sequences.

Odometry, the ICP, a Visual Feature based method and Visual Features
with ICP refinement method. Results show that the DVO and KinectFusion methods obtain the lower registration errors. DVO method is the most
robust on the regular f r1 and f r2 sequences while KinectFusion provides
the best results on the texture/geometry f r3 sequence.
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3D Data Representation

In this chapter, we propose two novel 3D representation and compression methods for mobile robotic applications. Section 3.1 states
the problem of representing 3D data and the state-of-the-art structures and methods. Section 3.2 presents our Growing Neural Gas
application based 3D Maps Representation method. Then, Section 3.3 introduces a novel geometrical compression methods. Finally, the conclusions are discussed in Section 3.4 .

Nowadays mobile robotic sensors provide a huge amount of data that
needs to be reduced and compressed in order to be processed and/or simply stored. For example, applications like 3D scene mapping in which one
of their main stages is 3D registration. These applications use several sets
of 3D data in order to build a map. In the case of use RGB-D cameras,
where each point cloud has around 240k points, the size of the generated
maps turns quickly unmanageable. Therefore, these applications need to
apply some 3D reduction and representation methods like Octree, VoxelGrid or GNG to preserve as much information as possible. Even after
applying these reduction methods, the resulting maps of these applications
usually involves millions of points. Therefore, these maps are suitable to
be compressed in order to reduce their storage size.

3.1. 3D Data Representation and Compression

3.1

3D Data Representation and Compression

A 3D point is comprised of (X, Y, Z) values representing the spatial
coordinates. When color information (R, G, B) is available for each point,
it is referred as RGB-D data. RGB-D cameras provide those kind of data
and nowadays they are very popular due to their low cost, like the Kinect
sensor. At each time, a RGB-D sensor could provide more than 300.000
3D points. In mobile robotics, there is a fundamental task that must be
carried out: mapping [Sebastian Thrun Wolfram Burgard, 2005]. Mapping
is a task that builds a map from the different observations and movements
of a robot. Each time the robot moves, an observation is linked to that
movement. Then, using different methods, for example registration, the
map can be built, first transforming each observation with respect to a
common coordinate frame. A map is useful to make subsequent tasks, like
localization, navigation, etcetera. When using RGB-D data observations,
it is referred as RGB-D mapping and RGB-D maps.
The amount of data in a RGB-D map is huge as the number of considered robot poses is high. In a typical map with 10.000 poses, the data
could contain more than 3 billions of 3D points which is unaffordable for
representation and for other tasks. Due to the huge quantity of data, several methods have been proposed to reduce the number of points in the
map while preserving the main features of this map, as it would be used
in further tasks.
Elevation maps were a commonly used structure in the past [Herbert
et al., 1989, Kweon and Kanade, 1990]. These elevation maps are represented using a regular 2D cell grid where each cell value represents the
elevation or height of the surface of that space. This compact model allows
a simply representation of large areas but with a low detail level. Burgar
et al. [Triebel et al., 2006] presented an extension of the height maps in
order to represent different surfaces at different heights. This Multi-Level
Surface Map (MLS map) allows the representation of vertical structures
and different surfaces in a 2D cell-based structure like the ones used in the
traditional height maps. This approach focuses on the representation of
planar surfaces to help mobile robotics applications like robotics naviga52
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tion.
Following this idea of 3D space representation, some other structures
are used like occupancy grids or Octrees. Occupancy grids represent the
entire space as a 3D cell grids. The cell information is usually a value
of occupancy. Several works in mobile robotics use this structure as a
base of their applications [Elfes, 1989, Stepan et al., 2005, Schiele and
Crowley, 1994]. Another common structure is the Octree [Connolly, 1984].
The Octree structure will be detailed in the 3.1.1 subsection. In [Wurm
et al., 2010], an Octree based framework called OctoMap was presented.
They use a probabilistic occupancy estimation where areas of the space
are represented as occupied, empty or uncertain. Another common used
structure are the Voxel Grid (VG). The VG down-sampling technique is
based on the input space sampling using a grid of 3D voxels. This technique
has been used traditionally in the area of computer graphics to subdivide
the input space and reduce the number of points [Connolly, 1984, Kobbelt
and Botsch, 2004].
[Wang et al., 2010] presented a feature based 3D point cloud simplification. They detect the points with more information (big curvatures)
and subsample the rest of the points using a uniform spherical sampling
method. Therefore, they preserve the key points and subsample the points
with less curvature information. This method subsamples 3D point clouds
of object surfaces but it will not work on scene maps due to two constraints: the spherical sampling and the feature selection process that is
usually harder and problem dependent.
Another approaches use self-organizing maps in order to reduce the
input space. Viejo et al. [Viejo et al., 2012] used a Growing Neural Gas
(GNG) algorithm to filter and reduce single frontal point clouds.
Several 3D compression methods exist in the literature. We can differentiate between lossless methods (the result of the decompression is equal
to the original source) and lossy methods. They also can be classified in
progressive/non-progressive methods. Progressive methods represent the
3D data information incrementally, giving an initial form and increasing
the level of detail of the incrementally reconstructed 3D model. This is an
appropriate approach for systems that have time constraints or interrup53

3.1. 3D Data Representation and Compression

tion on the communication channel.
Most of these approaches work with 3D mesh information primitives
(usually triangles and quads) to reduce the amount of information, using
different techniques to encode vertex, edges and neighbors primitives. One
of the first approaches to encode the connectivity of triangle meshes was
the Edgebreaker ([Rossignac, 1999]). The Edgebreaker uses a finite state
machine that moves from one triangle onto an adjacent one in a spiral
mode. At each step, it encodes whether the tip vertex and the left and right
neighbors of the current triangle have already been visited. It encodes the
complete connectivity of the triangle mesh in the clers string, a sequence
of symbols, one per triangle, from the set {C,L,E,R,S}, where each letter
indicates the way to compress and decompress the mesh. A trivial, fixed,
code guarantees 2 bits per triangle encoding for the connectivity of any
manifold triangle mesh without holes or handle. Several variations of this
first algorithm were presented ([Szymczak et al., 2000, Gumhold, 2000,
Isenburg and Snoeyink, 2001]) in order to reduce the amount of bits per
vertex or bits per edge. Other works, like [Touma and Gotsman, 1998],
reduce the amount of connectivity information coding the valences (edges)
of the points.
The algorithms based on 3D point clouds usually use the spatial organization of the points to encode them in a structure like an Octree in order
to reduce the amount of information.
The use of structures like Octrees enables the system to perform some
operations like fast searching of the neighbors, reduce the amount of points
visualized or get a more or less precise representation of the point cloud.
Most of these Octree based methods achieve a lossless compression giving
the Octree enough levels to encode the source points as the cell centers
of their leaves. This Octree based representation of the 3D data usually
allows a progressive compression/decompression of the data because it easily generates a first approximation of the data using the first levels of the
Octree.
In [Botsch et al., 2002], an Octree based method was presented in order
to improve the visualization and operations of 3D transformation and pixel
shading. [Peng and Kuo, 2005] presented a 3D mesh compression method
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that uses an Octree to represent the vertices of the mesh and the connections between them. With this representation, given an Octree depth
level, a mesh can be obtained with different resolution and precision. In
[Schnabel and Klein, 2006], a lossless progressive compression method was
presented which uses a novel method of position and color prediction of
the children nodes points of each Octree cell based on a local surface estimation. [Smith et al., 2012] proposed another Octree based compression
method which uses a marching cube polygonal estimation on each cell of
the Octree and a given error tolerance parameter. The method prunes
the cell nodes whose plane estimation error is lower than the tolerance
parameter. This step allows to reduce the amount of data by coding this
information into the compressed data which contains the planes of each
cell.
[Kammerl et al., ] proposed a spatial and temporal compression of
a point cloud stream. It also uses Octrees to encode the occupancy of
the space and it allows to control the encoding rate and the encoding
precision. It also presents a method to compute the difference between
consecutive point clouds by comparing the Octrees of their representation.
Once compared, only the changes of the data are coded and sent. This
approach is interesting on controlled scenarios where there are only a few
changes between different frames and it provides compression ratios of 40x
with a coordinate precision of 9mm.
Following this idea of temporal redundancy; some papers, like [Fu et al.,
2012], used a modification of the traditional video encoding methods to
compress the depth images of kinect-like devices. They use a reference
frame and a depth prediction to generate consecutive frames. The results
of this lossy method report a compression of 55-85%.
Next, we describe common used structures and methods for 3D data
reduction and representation that we will use in the next sections of this
chapter. First, we present the Octree and the Voxel Grid structures. After, we describe the structure of the Growing Neural Gas (GNG), the
neural network we will propose to use in order to reduce 3D maps. Then,
we present our application of the GNG as a representation and reduction technique. Finally, we present our plane based point cloud reduction
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method.

3.1.1

Octree Reduction and Representation Structure

Most 3D data applications usually use the spatial organization of the
points to encode them in a structure like an Octree in order to reduce the
amount of information. An Octree is a tree data structure in which their
internal nodes have exactly eight children. Octrees make a partition of the
three dimensional space by recursively subdividing it into eight octants. It
starts from a user specified volume space or it computes the bounding box
of the input set. Then, each node or cell is subdivided into 8 children nodes
until a certain condition is reached. These conditions vary depending on
the problem or the Octree implementation. A commonly used condition
is to stop producing new children nodes when the volume or size of the
corresponding cell node reach the desired precision. Figure 3.1 shows an
example of an 4 depth level Octree representation of one point cloud of
the f r2desk dataset. For a deeper specification of the dataset we refer the
reader to the Section 1.4.2.1.
One of the main features of the Octree representation is that nodes
without input space points are not subdivided and therefore those leaf
nodes represent a empty volume of the space and this feature can be useful
for some robotic applications as robot navigation. There exists different
approaches to select the representative point of the occupied nodes. A
simple one is to get the center of the node cell but usually the mean
or centroid of the cell inner points offers better results despite it has a
higher computational and memory cost. When representing colored 3D
points, the representative colour can be choose in a similar way to the 3D
representative, i.e. as the centroid point color or the mean of the inner
point colors.

3.1.2

Voxel Grid Structure

The Voxel Grid (VG) structure is usually used as a sub-sampling method
that consist on a grid of 3D voxels. VG algorithm defines a grid of voxels in
the 3D space and for each voxel a point is chosen as the representative of all
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Figure 3.1: Example of a 4 depth level Octree representation of one point cloud
of the f r2desk dataset

points that lie on that voxel. It is necessary to define the size of the voxels
as this size establishes the resolution of the filtered point cloud and therefore the number of points that form the new point cloud. The representative of each voxel can be selected using one of the approaches described
in the previous section. Thus, a subset of the input space is obtained
which roughly represents the underlying surface. The VG method, as the
Octree based methods, has the same problems than other sub-sampling
techniques: it is not possible to define the final number of points which
represents the surface (geometric information is lost due to the reduction
of point inside the voxels) and sensitivity to noisy input spaces.
Figure 3.2 shows the Voxel Grid representation with the same resolution
than the 4 depth level Octree representation showed in Figure 3.1.
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Figure 3.2: Example of a Voxel Grid representation (same resolution than level
4 of Figure 3.1)

3.1.3

Growing Neural Gas Model

A common way to achieve a multi-dimensional reduction is using of
self-organising neural networks where input patterns are projected onto a
network of neural units such that similar patterns are projected onto units
adjacent in the network and vice versa. As a result of this mapping, a representation of the input patterns is achieved that in post-processing stages
allows us to exploit the similarity relations of the input patterns. However,
traditional neural approaches are not able to provide good neighborhood
and topology preservation if the logical structure of the input pattern is not
known a priori. In fact, the most common approaches specify in advance
the number of neurons in the network and a graph that represents topological relationships between them and then seek the best match to the
given input pattern manifold. When the input pattern do not match with
the given initial distribution, the networks fail to provide good topology
preserving as for example in the case of Kohonen’s algorithm [Kohonen,
1995]. The approach presented in Section 3.2 is based on self-organising
neural networks trained using the Growing Neural Gas learning method
[Fritzke, 1995], an incremental training algorithm. The links between the
neurons in the network are established through competitive Hebbian learning [Martinetz, 1993]. Therefore, the algorithm can be used in cases where
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the topological structure of the input patterns are not known a priori and
yields topology preserving maps of feature manifold [Martinetz and Schulten, 1994].
In the GNG algorithm, nodes in the network compete to determine the
set of nodes with the highest similarity to the input distribution. In our
case, the input distribution is a finite set of 3D points extracted from different types of sensors. The highest similarity reflects which node together
with its topological neighbors is the closest to the input sample point which
is the signal generated by the network. The n-dimensional input signals (3
in our case) are randomly generated from a finite input distribution.
The nodes move towards the input distribution by adapting their position to the input geometry. During the learning process local error measures are gathered to determine where to insert new nodes. New nodes are
inserted near the node with the highest accumulated error. At each adaptation step a connection between the winner and its topological neighbors
is created as dictated by the competitive Hebbian learning method. This
is continued until an ending condition is fulfilled, as for example evaluation of the optimal network topology, a predefined networks size or a time
deadline.
Next, we describe the growing neural gas algorithm and the ending
condition as used in this work. The network is specified as:
• A set N of nodes (neurons). Each neuron c ∈ N has its associated
reference vector wc ∈ Rd . The reference vectors can be regarded as
positions in the input space of their corresponding neurons.
• A set of edges (connections) between pairs of neurons. These connections are not weighted and their purpose is to define the topological
structure. An edge aging scheme is used to remove connections that
are invalid due to the motion of the neuron during the adaptation
process.
The GNG learning algorithm to map the network to the input manifold
is as follows:
1. Start with two neurons a and b at random positions wa and wb in
Rd .
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2. Generate at random an input pattern ξ according to the data distribution P (ξ) of each input pattern.
3. Find the nearest neuron (winner neuron) s1 and the second nearest
s2 .
4. Increase the age of all the edges emanating from s1 .
5. Add the squared distance between the input signal and the winner
neuron to a counter error of s1 such as:
4error(s1 ) = kws1 − ξk2

(3.1)

6. Move the winner neuron s1 and its topological neighbors (neurons
connected to s1 ) towards ξ by a learning step w and n , respectively,
of the total distance:
4ws1 = w (ξ − ws1 )

(3.2)

4wsn = w (ξ − wsn )

(3.3)

for all direct neighbors n of s1 .
7. If s1 and s2 are connected by an edge, set the age of this edge to 0.
If it does not exist, create it.
8. Remove the edges larger than amax . If this results in isolated neurons
(without emanating edges), remove them as well.
9. Every certain number λ of input patterns generated, insert a new
neuron as follows:
• Determine the neuron q with the maximum accumulated error.
• Insert a new neuron r between q and its further neighbor f :
wr = 0.5(wq + wf )

(3.4)

• Insert new edges connecting the neuron r with neurons q and
f , removing the old edge between q and f .
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10. Decrease the error variables of neurons q and f multiplying them
with a consistent α. Initialize the error variable of r with the new
value of the error variable of q and f .
11. Decrease all error variables by multiplying them by a constant γ.
12. If the stopping criterion is not yet achieved (in our case the stopping
criterion is the number of neurons), go to step 2.
Figure 3.3 shows the GNG scheme.

3.2

3D Maps Representation Using GNG

The use of the Growing Neural Gas model to represent 3D data has
some advantages over traditional methods like Voxel Grid or Octrees. In
GNG, we specify the number of neurons (representative points of the map),
while other methods like the Voxel Grid or Octree get different number of
occupied cells depending on the distribution and resolution of the cells
(voxels on Voxel Grid and leaves on Octree based methods).
Figure 3.4 shows a GNG representation of one point cloud of the
f r2desk dataset. The presented point cloud have been sub-sampled in
order to improve the GNG structure visualization.

3.2.1

Comparative of 3D Representation Methods

One way of selecting points of interest in 3D point clouds is to use a
topographic mapping where a low dimensional map is fitted to the high dimensional manifold of the model, whilst preserving the topographic structure of the data. In Section 3.1 we reviewed some typical methods to represent 3D data. In this subsection we briefly describe the main differences
between the GNG, Octree and VoxelGrid methods. The GNG representation provides a set of neurons and their neighbors. This representatives
and their connections can be used in tasks like 3D mesh reconstruction or
feature extraction. Both, Voxel Grid and Octree methods, should provide
similar results due to their final representation of the points. The Octree
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Figure 3.3: GNG scheme

gets their representatives of the leaf nodes and if we use the same resolution as the Voxel Grid method we obtain a similar division of the space
in cubes or cells of the same dimension. The Voxel Grid method is the
most simple and fast reduction method but it does not have any of the
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Figure 3.4: Example of a GNG representation (same point cloud than Figure 3.1
and Figure 3.2).

advantages of the Octree structure or GNG model like neighbor searching.
Figure 3.5 shows a 2D description of the representative points selection
strategy of the described methods. The GNG method assigns more neurons
on high density input patterns areas like in the bottom left area than the
Voxel Grid and Octree methods. The GNG is also able to reduce some
noisy input patterns like the point near the center in contrast with the VG
and Octree methods.

3.2.2

Experimentation

In this section, we test the quality of adaptation of the three described
methods. We first describe the data used in the experiments and then we
analyze the results of the tested methods, quantitatively and qualitatively.
63

3.2. 3D Maps Representation Using GNG

Voxel Grid
40

30

20

10

0
0
input points

10
20
30
Voxel centroid
Voxel center
Voxel

40

Octree
40

30

20

10

0
0

10
input points

20
Leaf Center

30
Leaf Node

40

30

40

GNG
40

30

20

10

0
0

10

20
input points

GNG

Figure 3.5: Two dimensional samples of the three tested methods.

3.2.2.1

Experimentation Setup

To test the implemented scene mapping systems on room map scenarios, we use the TUM RGB-D dataset [Sturm et al., 2012]. This dataset
provides RGB-D data and ground-truth data with the goal of evaluating
visual odometry and visual SLAM systems. This dataset contains 39 sequences recorded in two different scenarios. The fr1 datasets are recorded
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in a typical office environment and the fr2 datasets are recorded in a large
industrial hall. Figure 3.6 shows a ground-truth reconstructed map of the
“fr1 360” scene.

Figure 3.6: Example of the “fr1 360” ground-truth point cloud map.

Table 3.1 shows the number of points of the input maps used in the
experimentation. We observe that the number of input points ranges from
one million of the “fr1 xyz” to 6 millions of the “fr1 desk”.
Dataset
fr1 xyz
fr1 desk
fr1 360
fr1 desk2
fr2 xyz
fr2 desk

Number of Input Points
1049739
1952544
2357039
2751402
3492032
5841800

Table 3.1: Number of points of each ground-truth map dataset.

3.2.2.2

Quality of Adaptation Experiment

As we previously mentioned, we compare the proposed GNG adaptation model against two common used data structures in the state-of-theart, Octree and Voxel Grid. The implementation of both methods are
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included in the Point Cloud Library

1

(PCL). The Octree implementa-

tion uses the centers of the leaf nodes as representative points. However,
the Voxel Grid implementation uses the centroid of each non-empty voxel
points. Both implementations use a resolution parameter that represents
the size of the voxel in the VG method and the side of the leaf cell of the
Octree implementation. The GNG results are obtained using 10000λ input
patterns.
We extensively tested the implemented methods using different number
of representatives. As the three tested methods reduce the amount of real
noisy point cloud maps, it is needed to know the real distance from the
selected representatives to the original input space. This measure specifies
how close the representations are from the original model. In order to use a
quantitative measure of the input space adaptation of the generated map,
we computed the Mean Error (ME) of the reduced map against sampled
points (input space).
ME =

1 X
min kp − qk
|V | p∈V q∈A

(3.5)

where V is the input space, p is a point that belongs to the input space, q
is the representative point with the minimum distance to the input space
sample. || · || is the L2 norm. Euclidean distances to closest points are
averaged over the entire input space.
Figure 3.7 shows the Mean errors of the three methods on the six
different tested maps. We observe that the three methods have the same
behavior on the different datasets. The Octree method gets the worse
results because the selection of its cell-node center as representative. The
Voxel Grid gets lower errors than Octree due to the use of the centroid
of the inner points instead the use of the center of the voxel or cell. It is
important to point out again that the representative selection used in this
comparative is given by the implementations but both Octree and Voxel
Grid methods can use both two different representative selection strategies.
GNG adaption shows the best results on all datasets. It is noticeable that
1
The Point Cloud Library (or PCL) is a large scale, open project [Rusu and Cousins,
2011] for 2D/3D image and point cloud processing.
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Figure 3.7: Closest neighbor mean errors of the different datasets.

the GNG obtains lower errors with the different number of representatives
but as the number of representatives increases the three different methods
converge to the same error.
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Qualitative Results

In this subsection we qualitatively analyze the results of the three different methods. Figure 3.8 shows the original map and the three representations of the tested method of the “fr1 360” scene. Image a shows the
point cloud that we are trying to represent and reduce. Images b and c
are respectively the Octree and Voxel Grid representation, and image d is
the GNG representation of the scene. The Octree representation using the
centers of the leaf nodes gets a strongly structured point representation.
This representation gets a more uniform distribution of the representatives
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but the error adaption is worse as we observed in Figures 3.5 and 3.7. The
Voxel grid representation gets similar results than the Octree where the
points are uniformly distributed like the points of the floor but it gets better results than the Octree method on the border points. Both VG and
Octree place representatives in isolated and noisy points. However, the
GNG neurons are uniformly distributed over the input space and it reduces the impact of the noisy points and undefined borders on the reduced
representation. We also observe the inherent triangulation of the space
that the GNG algorithms gets of the neighborhood of the neurons.

(a)

(b)

(c)

(d)

Figure 3.8: a) Original point cloud map. b) Octree reduction. c) Voxel Grid
reduction. d) GNG representation.

68

Chapter 3. 3D Data Representation

3.2.3

Discussion

RGB-D 3D maps are useful for robotics tasks, like robot navigation.
However, this kind of maps contains a huge amount of data, which must be
reduced to process properly the map. In this section, we have presented
a method to represent and reduce 3D maps. Our method is based in
a GNG neural network which is adapted to the 3D input space. The
experiments carried out show the validity of our method, as it provides
better adaptation than two of the most used methods for this tasks: Voxel
Grid and Octree.

3.3

3D Colored Data Compression

As previously mentioned, 3D data processing has increased considerably due to the emergence of low cost 3D sensors, like Kinect. RGB-D cameras provide useful data, which consist of 3D points with color information.
That data could be used in different applications, such as medicine, entertainment industry, robotics, and many others. However, the huge amount
of data provided by those cameras is unmanageable in 3D methods like the
Simultaneous Location And Mapping (SLAM [Durrant-Whyte and Bailey,
, Bailey and Durrant-Whyte, ]) in mobile robotics field. We propose a
3D data compression method to reduce the amount of information but,
at the same time, providing a descriptive object or scene representations.
Detailed 3D object representations have proven to be useful in many different applications. However, a large amount of data is required to provide
a detailed 3D object model that makes these representations difficult to
manage.
Our proposed method tries to reduce the amount of data of a 3D point
set but trying to preserve as much information as possible. Though it can
be applied to any scenario, it is designed to work with man-made ones.
The proposed method detects planes and represents them with its plane
equation, extracting the points belonging to that plane. A color segmentation method is applied to those points in order to keep color information.
At this point, we have groups of points belonging to a plane and with similar color information. We extract the border of the group, obtaining a set
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of points defining a (concave) hull. A Delaunay triangulation of the hull
points is applied to decompose the surface of the plane using triangles. We
store the next information: triangles with their vertex, distribution of the
points and color information. The method can be controlled with an initial
compression ratio and we stop the method when the number of processed
points is over the ratio. The rest of points in the initial point cloud is
stored with their original coordinates and color information.
For further reconstruction, we use the information of the triangles and
the number of points of the original surface of these planes to generate
the reconstruction points inside their surface, assigning them the stored
color information. Then, a uniform point set is generated inside of each
triangle getting a similar distribution than the original point set. Finally,
the uncompressed point sets are added to complete the 3D point set reconstruction. Figure 3.9 shows an overview of the compression/reconstruction
system.

3.3.1

Compression Phase

In the compression phase, we process the source point cloud and extract the biggest plane of the current point cloud. Plane extraction is
an important part of the compression method because the whole method
is based on it. We use a RANdom SAmple Consensus (RANSAC) ([Fischler and Bolles, 1981]) method to extract the planes from the point cloud.
RANSAC is an iterative method to estimate parameters of a mathematical
model which, in this case, is a plane model. We introduce a parameter that
defines the maximum distance between the points and the plane model.
When a plane is detected, the inliers (points that belong to that plane) are
extracted from the source point set. This method uses a distance parameter to determine when a point must be included as a inlier in the plane.
Once we obtain a new point cloud representing the inliers points in that
plane, we filter the isolated points in order to discard them in the compression phase. These discarded points are added to a non compressed point
cloud. This filter removes the points which have less than k neighbors in
a sphere with radius r. These parameters are empirically fixed based on
previous experimentation.
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Figure 3.9: Scheme of the compression/reconstruction proposed system.

Once a set of points belonging to a plane are extracted, we apply a
color segmentation method. If the point set has no color information (for
example, data coming from a 3D laser without color information), no further segmentation can be done. So, the plane is stored as is. If color
information is available, any image segmentation algorithm could be applied, as the points lay in a plane. Using a projection, 3D points can be
easily transformed into 2D and then, any segmentation algorithm will deal
with those points. In our case, we used the K-means algorithm ([Coleman
and Andrews, 1979]), as it is easy to implement with 3D points, without
projecting them to 2D. The K-means clustering method divides the points
into K clusters in which each point belongs to the cluster with the nearest
mean.
Once the different segmented planes are detected, we need to compute
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the boundaries of each plane segment. These contours may be concave and
may have holes. To get these concave hulls (contour edges) we perform an
Alpha shapes ([Akkiraju et al., 1995]) method that uses an alpha parameter
to set the detail level of the resultant hull (the smaller the parameter is
the more detailed is the hull). After the edges extraction stage, we apply
an edge reduction step to reduce the amount of points needed to represent
the plane. This method is proposed in [Lowe, 1987]. Basically, it detects
if consecutive points are in the same line and removes them taking only
first and last points of that line.
Once we have a polygon of the surface represented by a plane, we
triangulate the surface using a Delaunay triangulation. The Delaunay
triangulation proposed by [Delaunay, 1934] results in a set of triangles
which satisfy the Delaunay criterion for n-dimensional simplexes (in this
case n=2 and the simplexes are triangles). This criterion states that a
circumsphere of each simplex in a triangulation contains only the n + 1
defining points of the simplex. This triangulation gives triangles whose
angles tend to be as bigger as possible or in other words, the triangles tend
to be as regular as possible.
After the Delaunay triangulation, we compute the number of points
that belongs to each triangle and if this number is lower than a given
threshold, the triangle is excluded. We compute the area of each triangle
for further calculation of the number of points that should be generated
inside each triangle. Then, for each plane extracted, we have a set of
triangles. The information of the triangles that belong to each plane is
stored in a file: its vertices, the distribution of the points inside the triangle
(points/area) and the color information. In our implementation, we used
a simple segmentation approach, so each triangle has only a RGB color
value which is stored with the triangle. There is not need to use further
compression. But if other segmentation method is used, another color
coding might be used in order to compress color information. For example,
the color entropy method used for JPEG images [Wallace, 1991].
Once all the triangles in a plane are processed, the next plane is processed. The algorithm stops when a compression ratio is reached. This
ratio is given by the user and indicates a percentage of processed points
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input
input
input
input

P 3D; 3D point cloud
percP rocess; minimum percentage of points to process
minN umP ointsP lane; minimum number of points in a plane
relArea; threshold which allows to reject triangles with few
points.
output: 3DF ile; File containing the remaining points and the planes
obtained

1
2
3

4
5
6
7
8
9

10
11

12
13
14
15
16
17
18
19
20

21
22
23
24
25
26
27
28

29
30
31

:
:
:
:

compression( P 3D, percP rocess, minN umP ointsP lane, relArea );
{
initialN P oints = nP oints(P 3D) where nP oints is the number of
points;
while nP oints(P 3D)/initialN P oints > percP rocess do
Extract the largest plane P from P 3D using Ransac;
if nP oints(P ) < minN umP ointsP lane then
Go to 29;
end
Extract the points P points belonging to P and delete them from
P 3D;
Apply the radius outlier removal to P points;
Perform the color segmentation of P points and get
ColoredP lanes;
for Each color plane cp in ColoredP lanes do
Calculate the concave hull of cp. The result is a contour C;
Reduce the contour C into Cr;
Find a Delaunay triangulation Dt from Cr;
numP ointsP lane = 0;
areaP lane = 0;
listT riangles = void;
for Each triangle t in Dt do
Find the number of points m inside the triangle t and its
area A;
if m/A > relArea then
Add the triangle to listT riangles;
areaP lane = areaP lane + A;
numP ointsP lane = numP ointsP lane + m;
end
end
end
Store the plane, formed by numP ointsP lane, areaP lane and
listT riangles;
end
Store the remaining points from P 3D in the 3DF ile;
}
Algorithm 1: Compression pseudo-algorithm

73

3.3. 3D Colored Data Compression

with respect to the number of initial points. When that ratio is reached,
the remaining points (not processed) are also stored, together with the
triangles. The complete pseudo algorithm for compression is shown in
Algorithm 1.

3.3.2

Reconstruction Phase

The reconstruction phase (Algorithm 2) of the proposed compression
system is simpler than the compression one. Mainly, it takes each stored
triangle and generates a proportional number of points to its area assigning
the color obtained in the compression phase. In our case, we assigned the
same color to all points of the same triangle. The uncompressed points are
added to the reconstruction once we have finished with all the triangles.

input : 3DF ile; File containing the 3D points and triangles
output: P 3D; 3D point cloud
1
2
3
4
5
6
7
8
9
10
11

12
13
14

reconstruction( 3DF ile );
{
P 3D Initialize empty point cloud;
Add to P 3D the 3D points in 3DF ile;
for Each plane P in 3DF ile do
A is the area of P ;
nP oints is the number of points in P ;
for Each triangle t in P do
At is the area of the t;
nP ointsT oGenerate = (At/A) ∗ nP oints;
Randomly generate nP ointsT oGenerate inside the triangle t
and add them to P 3D;
end
end
}
Algorithm 2: Reconstruction pseudo-algorithm

Figure 3.10 shows an example of compression and reconstruction of a
3D point cloud representing a indoor scene.
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Figure 3.10: Reconstruction results with a compression rate of 0.50 with a RMS
distance error of 0.0074 and color error of 59.7. Left: reconstructed point cloud;
right: original point cloud.

3.3.3

Experimentation

We implemented our method in C++ using some operations of the
Point Cloud Library (PCL).

2

Experimentation results were computed on

a Intel i5-2320 3GHz. In this section, we developed several experiments in
order to test the validity of the method. In Section 3.3.3.1, we measured the
effectiveness of the method and Section 3.3.3.2 presents some experiments
with color information.
3.3.3.1

Parameter Settings

To obtain the compression of the point cloud, we should establish some
parameters in the different involved stages in order to achieve good results
in terms of compression and quality rates. Some of these parameters are set
empirically to obtain good results with man-made environments and point
clouds obtained with sensor devices like the Kinect. In this first experiment, we tested our method with different values of the percentage ratio
called percProcess in Algorithm 1. This parameter allows to determine the
desired compression level.
For this experiment, we selected several synthetic RGB-D data, shown
in Figure 3.11. We have not used real data because it has a depth error
2
The Point Cloud Library (or PCL) is a large scale, open project [Rusu and Cousins,
2011] for 2D/3D image and point cloud processing.
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which might affects the comparison with our method. In some cases, our
method provides error reduction in the planes extraction from acquired
data. In the situation that the camera stays in front of a plane wall, a
point cloud is provided which forms a plane but with some depth error.
Our method is able to provide a plane for that situation (depending of the
camera error and the point to plane distance parameter of RANSAC). So,
our method will reconstruct a perfect plane point cloud, eliminating the
error introduced by the camera. However, that error will be considered in
the computation of the reconstruction error.
To measure the quality of the results we show the compression rate (the
lower value is the most compressed) and the Root Mean Square (RMS)
error which represents the average of the distances of the closest points
between the source and the reconstructed data file and vice versa. The
RMS error measures the quality of the reconstruction which is lower when
the reconstruction points are close to the original ones. We compare the
results of our algorithm with two state of the art compression methods:
Voxel grid and Octree. The Octree implementation uses the center of the
occupied nodes as a compression method. The Voxel Grid implementation
uses the centroid of the occupied Voxels. Both Octree and Voxel Grid
implementations are available in the Point Cloud Library.
Figure 3.12 shows the comparison of our method with respect to Voxel
Grid and Octree methods. We have selected three different scenes, from
top with the highest number of planes to bottom with the lowest number
of planes. On the left column, we present the compression rate related
with the minimum percentage of points to compress. It can be appreciate that as the percentage of points to compress increases (percProcess)
the compression rate decreases. Voxel Grid and Octree present a linear
relationship. This is the expected behavior for these methods. For our
method, the behavior is similar to the one obtained with previous methods, but depending of the kind of scene (more or less planes) the obtained
compression is different. However, the compression level is lower. In scenes
with no planes, the compression rate could be even higher than in scenes
with big planes.
Regarding to the distance error, in the right column of Figure 3.12,
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Figure 3.11: Point clouds used in the parameter settings experiment.
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Figure 3.12: Results of the compression/reconstruction phases with different
minimum percentages of points to process. Left column: compression rate (Octree
and Voxel grid provide the same values). Right: RMS error.

we appreciate how when the percProcess increases, the error also increases
which is expected because the fewer points to be compressed, the fewer
rate of compression obtained (which means that more points of the original
source are saved). Note that although more compression is demanded, the
error is almost constant. This is due to the fact that although we ask for
more compression, no more planes are found and then no more compression
is done. Therefore, we can conclude that the compression rate and the
error are related and we should choose the parameters according to the
desired results. Comparing with Octree and Voxel Grid, our method has
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lower error for compression percentages higher than 50%. This error also
depends of the kind of scene to compress (more or less planes). In general,
with a maximum error of 5mm in our method, this error is low enough for
a real RGB-D camera (more than 5cm at 5 meters).
Both methods, Voxel Grid and Octree, do not have reconstruction
phase. Once the point cloud is reduced, they are not able to generate
the erased points. They reduce a set of points inside a voxel by a representative point. This point might be the voxel center or the geometric
mean of the points inside the voxel. With respect to color, the color of the
representative point is the mean of the color of the points inside the voxel.
Furthermore, both methods do not store the density of points in the voxel,
which is a disadvantage against our method. For example, for those methods, for two voxels, one with just one point and other voxel with 100 points,
will have only one representative point. Our method stores the density of
points inside a plane, so the points generated in the reconstruction phase
will have a distribution closest to the original point cloud. Of course, the
original point cloud will never be reconstructed, but the reconstructed one
will be closer to the original than the ones in the Voxel Grid and Octree
methods.
Figure 3.13 shows the compression time of our method which is the
most time demanding. We observe in Figure 3.13 (right) that the reconstruction time is small (between 8 and 30 milliseconds) and the main part
of the reconstruction time is spent in the file reading operation. For the
compression phase, Voxel Grid and Octree have a computing time between
10 and 200 milliseconds.
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Figure 3.13: Compression/reconstruction time. Left: compression time. Right:
reconstruction time.
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Figure 3.14 shows different reconstruction results with different ratio of
compression. In this case, we have set K = 1 for the segmentation step, in
order to hide the effects of color segmentation, as we want to check only the
effects of ratio compression. When a high compression is demanded (image
a), ratio=0.2) the method tries to extract as much planes as possible,
resulting in small triangles, since the points supporting the plane are not
exactly a plane. For small compression (image c), ratio=0.8) the scene is
very similar to the original one.

Figure 3.14: Different compression of the same scene using a K value of 1 and
level compression of 0.2 a), 0.5 b), 0.8 c) and original d).
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3.3.3.2

Color Compression

In this experiment, we show the results of color compression using
different parameters and how it affects to the compression rate. To measure
the color error we compute the average of the euclidean distances of the
colors (RGB) of the closest points between the source and generated point
clouds similar than the RMS distance error used in experiment 3.3.3.1.

Figure 3.15: Reconstruction with several examples using different K values in
the segmentation step: a) k=1 b) k= 5 c) k=20 d) original point cloud.

Figure 3.15 shows the color reconstruction using different values for
the segmentation process. In the reconstruction process, the polygons are
well defined because all the points of the same polygon have the same
color. This is expected because the use of the K-means color segmentation discretizes the colors into K different colors. The color information
reconstructed is enough to easily differentiate the objects in the scene. In
applications which need a more accurate color representation (low color
error) it should be necessary to apply a more sophisticated and efficient
color segmentation and reconstruction methods.
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Figure 3.16 shows and experiment to test color error. As expected,
when increasing the K value of the K-means algorithm, the color error
decreases. Besides, the compression is higher when using a lower K, since
using with a higher K, a more detailed segmentation is obtained.
color error

compression

0.4

75

0.38

70

0.36

compression rate

RMS Color error

80

65
60
55

0.34
0.32
0.3

50

0.28

45

0.26
0.24

40
1

3

5

K-Means K colors

10

20

1

3

5

10

20

K-Means K colors

Figure 3.16: Experiment using different levels of K in the K-means algorithm.

3.3.3.3

Non Frontal Point Clouds Reconstruction

In this last experiment we show how the system works not only on 3D
sets generated from a depth image. Due to the design of the system, it can
be used to compress more complex 3D data sets. In this case, we used a
360 degrees data set. In Figure 3.17 (left), it can be observed which points
are generated inside the polygons because they have the same color. In
Figure 3.17 (right), it can be appreciated the points located in a irregular
distribution due to the artifacts introduced by the Kinect-like sensors. In
the reconstructed point cloud, the points have a smooth distribution over
its surface.

3.3.4

Discussion

Experimentation results show that the proposed compression system
achieves the required compression ratios customized in an interactive way
by the users. Due to the plane based compression of the system, the
compression rate is lower when most of the points of the source data set
belong to planes. It is easy to include a color segmentation algorithm to
preserve color information. The compressed data composed by a set of
planes and other points can be directly used by other applications like 3D
registration or 3D data visualization. Our method has a similar behavior
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Figure 3.17: Reconstruction results of a 360 degrees captured point cloud data.
0.0119886 RMS distance error, 30.1 color error and 0.24 compression ratio (original point set file: 70MB; compressed file: 16,7MB). On the left, the reconstructed
point cloud is shown and on the right the original point cloud.

than Voxel Grid and Octree, but with lower error in the reconstruction
phase. In fact, the reconstruction phase is the main contribution of our
method and it is an advantage with respect to other lossy methods, because
they are not able to reconstruct an approximated point cloud, like Voxel
Grid and Octree.

3.4

Conclusions

In this chapter, we have proposed two approaches to mitigate the huge
amount of 3D data problem that applications in mobile robotics have to
deal with. The first proposed method consist in applying a Growing Neural
Gas method to reduce and represent 3D point clouds. Results showed
that the GNG obtains a good representation of the input space, getting
lower error than other methods like Octree and Voxel Grid. We also have
proposed a lossy plane-based compression method in order to reduce 3D
point clouds, obtained from man-made scenarios. Results show how our
proposed method is able to compress and reconstruct a point cloud. The
compression rate can be controlled with a parameter getting different levels
of compression.
As future works, we propose to extend our GNG method in order to
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provide a more useful maps for robot navigation. We also plan to provide the GNG a way to revert the reduction or compression of the points,
storing information from the neurons neighborhood (color, point distribution, etc.). Another plausible application is to use the GNG structure to
reconstruct 3D colored mesh of the maps.
Regarding the compression method, we explore the use of more geometric primitives, besides planes, like cylinders, curves, etc. Another feature
to be improved is the plane color segmentation in order to set a globally
coherence of colors and/or texture compression information. We also plan
to improve the color compression using a color coding similar to the one
used by the JPEG standard. As our method is time consuming, the implementation of some of the operations on General Purpose Graphic Process
Units (GP-GPUs) using technologies as CUDA or openCL should increase
the efficiency of the proposed method.
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GPGPU Accelerated
Implementations

In this chapter, we describe the General-Purpose computation on
Graphics Processing Units (GPGPU) paradigm and its ability to
considerably accelerate algorithms traditionally executed on the
CPU. In addition, we propose GPU-based implementations of the
Growing Neural Gas algorithm presented in Chapter 3.1.3. In order to prove the ability of these architectures to accelerate 3D data
processing, we present our CAD/CAM method for Tool Path Trajectory Estimation. The parallel version of the algorithms were
implemented using CUDA technology from NVIDIA. First, Section 4.1 introduces the GPUs evolution in the last years and revises existing computer vision implementations. Section 4.2 gives
a briefly overview of modern GPU architectures. Next, Section 4.3
presents our GPU-based implementation of the GNG. These algorithms have been analysed and redesigned to be implemented on a
modern GPU architecture. Several experiments are presented analyzing the performance of the proposed implementation. Section
4.4 shows our GPU-based implementation of a Virtual Digitizing
algorithm, a common CAD/CAM method to compute the tool path
trajectory for CNC machine tools.

4.1. Introduction

4.1

Introduction

In many cases, computer applications present temporal constraints that
make necessary to find mechanisms that accelerate their runtime. Traditionally, this problem has been addressed using parallel approaches as
distributed computing (DC), Field Programmable Gate Arrays (FPGAs),
System on Chips (SoCs), multi-core CPUs, Single Instruction Multiple
Data (SIMD) instruction sets, parallel machines and other dedicated and
usually expensive solutions.
In last years, GPUs have dramatically evolved providing high performance capabilities to existing computing solutions, ranging from desktop
personal computers to large clusters. GPUs originally were used only for
computer graphics, but nowadays they combine their computing power for
hosting general-purpose parallel computations and for rendering computer
graphics. This new paradigm was coined as General-Purpose computation
on Graphics Processing Units (GPGPU) [Luebke et al., 2004].
Furthermore, GPU programming tools have also evolved providing the
developers with easier ways to take advantage of the computer power of
the GPU. Originally, GPU programming was carried out using shaders
which had to be written in assembly language. With the constant rising of functionality provided by the GPUs, different level programming
languages were developed, such as High-Level Shading Language (HLSL)
and NVIDIA’s C for Graphics (Cg) [Mark et al., 2003] language. Another alternative was the use of computer graphics tools, such as OpenGL
or DirectX. Later, other high level languages emerged based on turning
GPUs into stream processors, such as Brook [Buck et al., 2004] or PyGPU
[Lejdfors and Ohlsson, 2006]. Finally, Computing Unified Device Arquitecture (CUDA) [NVIDIA, 2012] and Open Computing Language (OpenCL)
[Stone et al., 2010] technologies were released by NVIDIA and Khronos
Group, respectively. Although they are considered the currently dominant GPGPU languages, recently new approaches have been proposed for
programming GPUs based on pragma compiler directives (OpenACC1 ).
1
OpenACC is a programming standard for parallel computing developed by Cray,
CAPS, NVIDIA and PGI. The standard was designed to simplify parallel programming
of heterogeneous CPU/GPU systems.
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Current GPUs have a large number of processors used for general
purpose computing. The GPU is specifically suitable to solve computationally intensive problems expressed as data parallel computations [Hwu,
2011, Nickolls and Dally, 2010]. However, GPU implementations require
the redesign of the algorithms focused and adapted to the architecture. In
addition, GPU programming has different restrictions such as the necessity to maximize the occupancy on each processor in order to hide latencies
produced by memory accesses, management of different threads running
simultaneously, the proper use of the hierarchy of memories, and other
considerations. Researchers have already successfully applied GPU computing to problems that were traditionally addressed by the CPU [Satish
et al., 2009, Horn et al., 2007, Hwu, 2011].
The GPU have become really noteworthy in the High Performance
Computing (HPC) field compared to other solutions due to some key factors. The first one is the emergence of new high level languages for programming GPUs which permitted most developers the access to the high
computational power of the GPU even without having specific knowledge
about computer graphics. Moreover, GPUs are considered massively parallel processors and provide a high computational power. Nowadays, GPUs
have democratized HPC as they are present in most computers.
In this thesis, different GPU implementations were developed. The
first one was motivated by the need to accelerate the learning stage of
Self-Organizing Maps (SOMs). This step is the most computationally demanding part of these algorithms. The good point is that these algorithm
are intrinsically parallel, and thus well-suited to be implemented on parallel architectures. Learning stages of the GNG algorithm was implemented
on GPUs using the CUDA technology.
Furthermore, a CAD/CAM tool path algorithm was implemented on
the GPU in order to considerably accelerate its runtime performance and
show the goodness of these GPU architectures.
The GPU implementations presented in this work are based on NVIDIA’s
CUDA architecture [NVIDIA, 2012], which is supported by most current
NVIDIA graphics chips. Supercomputers that currently lead the world top
ranking combine the use of a large number of CPUs with a high number
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of CUDA enabled GPUs.

4.2

GPGPU architecture

A CUDA compatible GPU is organized in a set of multiprocessors as
shown in Figure 4.1 [Kirk and Hwu, 2010]. These multiprocessors, denominated Streaming Multiprocessors (SMs), are highly parallel at thread level.
However, the number of multiprocessors varies depending on the GPU generation. Each SM consists of a serie of Streaming Processors (SPs) that
share the control logic and cache memory. Each of these SPs is able to
launch in parallel a huge amount of threads. For instance, the GT400 chip
family supports up to 1024 threads per SM, with 480 SPs distributed in 15
SMs. The GT400 chip is capable of performing a computing power of 1,5
teraflops, launching a total of 15,360 threads simultaneosly. The current
GPUs have up to 12 GBytes of DRAM, referenced in Figure 4.1 as global
memory. This memory is used and shared by all the multiprocessors, but
it has a high latency. Figure 4.1 shows a scheme of a CUDA-compatible
GPU architecture.

Figure 4.1: CUDA compatible GPU Architecture.

CUDA architecture reflects a SIMT model: Single Instruction, Multiple
Threads. These threads are executed simultaneously working in parallel
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onto large data. Each of them runs a copy of the kernel2 on the GPU and
uses local indexes to be identified.
Threads are grouped into blocks to be executed. Each of these blocks
is allocated on a single multiprocessor, enabling the execution of several
blocks within a multiprocessor. The number of blocks executed depends
on the resources available on the multiprocessor and they are scheduled
by a system of priority queues. Within each of these blocks, the threads
are grouped into sets of 32 units in order to perform a fully parallel execution onto processors. Each set of 32 threads is called a warp. In these
architectures, there exist certain constraints about the maximum number
of blocks, warps and threads that can be executed on each multiprocessor,
but it varies depending on the generation and model of the GPU architecture. In addition, these parameters are set for each execution of a kernel
to get the maximum occupancy of hardware resources and obtain the best
performance.
The CUDA architecture has also a memory hierarchy with different
types of memory: constant, texture, global, shared and local registers.
The shared memory is useful to implement cache strategies. Texture and
constant memories are used to reduce the computational cost avoiding
global memory accesses which have high latencies.
In addition, GPUs are ideally suited to execute data-parallel algorithms. These algorithms execute identical work-units (programs) over
large sets of data. Algorithms are efficiently parallelized when the workunits are independent and are able to run on small divisions on the data.
One critical aspect of designing parallel algorithms is to identify the workunits and determine how they interact via communication and synchronization patterns. A second critical aspect is the analysis of memory access
patterns. It is also necessary to consider the program execution pipeline
in order to avoid unnecessary data transfers.

2

Piece of code that is executed in parallel on the GPU.
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4.3

GPU-based implementation of the GNG algorithm

In the last years, a large number of applications have used GPUs to
speed up the processing of neural networks algorithms [Jang et al., 2008,
Oh, 2004, Nageswaran et al., 2009, Juang et al., 2011, Igarashi et al.,
2011]. GPUs have been also applied to different computer vision problems
such as the representation and tracking of objects in scenes [Uetz and
Behnke, 2009], face representation and tracking [Nasse et al., 2009] or pose
estimation [Oh and Jung, 1999].
Moreover, several GPU-based SOMs implementations have been developed in the last years. In [Prabhu, 2008] it was presented a GPU parallel
implementation called SOMGPU. This implementation of the SOM algorithm was focused on a pattern recognition problem using gray-scale
images. That work used the Microsoft Research Accelerator technology
to implement a GPU parallel version of the algorithm. This is a dataparallel library focused on GPUs, CPUs, and other processors. [Xiao et al.,
2011] proposed a GPU-based implementation for SOM training using vertex shaders to implement the nearest codevector searching. They implemented the batch mode [Cheng, 1997] instead of the iterative SOM training
mode which is less suitable to be parallelized. The sequential implementation presents a better adaptation to the input space as partial adaptations
are considered through the entire learning process. In [Mathew and Joy,
2010, Platos and Gajdos, 2010] GPU-based implementations of the original Kohonen Map algorithm using CUDA were presented. These works
were focused on analysing the performance achieved by the CUDA implementation using different network parameters in clustering applications.
Another SOM-based approach as the spherical SOM [Wu and Takatsuka,
2006] has been also implemented on the GPU [Moraes et al., 2012] achieving satisfactory performances.
In addition, several non GPU-based parallel implementations of SOMs
have already been proposed [Mann and Haykin, 1990, Nordström, 1991,
Hämäläinen, 2002, Wu et al., 1991]. These approaches addressed the intrinsic parallelism of SOMs using different hardware solutions as: multi-core
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CPUs, supercomputers, VLSI, etc.
Regarding to parallel implementations of growing SOMs there are not
many works that addressed this topic. Recently, [Vojacek and Dvorsky,
2013] proposed a high performance implementation of the GNG algorithm
using distributed computing. This implementation was focused on high
multidimensional data clustering, which is very time-consuming.
In this thesis, we proposed a GPU-based implementation of the Growing Neural Gas (GNG) algorithm due to nowadays there no exist GPUbased implementations of growing SOMs. Since the GNG learning algorithm has a high computational cost, we proposed its acceleration by
using GPUs and taking advantage of the many-core architecture provided
by these devices, as well as their parallelism at the instruction level.

4.3.1

Estimating the upper bound of the acceleration factor

Before tackling the parallel implementation of any algorithm, it is necessary to know the percentage of instructions executed. In order to achieve
this, we used a profiler so that depending on the values of the parameters
we used to adjust the algorithm (number of neurons and number of input patterns, see Section 3.1.3) we obtained the percentage of instructions
executed at each stage (Figure 4.2).

Figure 4.2: Percentage of instructions that are executed each stage for 20000
neurons and 1000 input patterns per iteration.

Table 4.1 shows the percentage of instructions occupied at each stage
91

4.3. GPU-based implementation of the GNG algorithm

of the algorithm for different values of the number of neurons N and input
patterns λ. It is also shown how stage 3 increases its percentage respect to
the total, when N and λ are increased. Most time spent in the execution
of the algorithm is consumed by the search of the winning neurons (stage
3), which also implies the computation of Euclidean distances.
Neurons
1000
5000
10000
20000
1000
5000
10000
20000

Patterns
500
500
500
500
1000
1000
1000
1000

Stage 2
1,8
0,7
0,4
0,3
1,8
0,7
0,4
0,3

Stage 3
73,30
88,80
93,20
97,60
69,60
90
94,3
96,5

Stage 4,5,6,7
15
5,8
3,3
1,9
21,3
5,6
3,2
1,9

Stage 8
1,2
0,9
0,6
0,5
0,6
0,5
0,3
0,2

Stage 9
0,8
1
0,8
0,9
0,3
0,5
0,4
0,4

Table 4.1: Percentage of executed instructions at each stage of GNG algorithm

Once this information was obtained we applied different metrics of parallel computing to estimate which would be the overall maximum acceleration that we may obtain assuming that these stages are accelerated by
a factor S. The metrics used are widely known: Amdahl’s Law [Amdahl,
1967] and other performance metrics of parallel computing [Gustafson,
1988, Sun and Gustafson, 1993, Hill and Marty, 2008].
In particular, we focused our study on the modern version of Amdahl’s
Law, which states that if a fraction f is accelerated by a factor S, the
overall acceleration is:
Speedup(f, S) =

1
(1 − f ) +

f
S

(4.1)

This is the function that better estimates the theoretical maximum
acceleration that can be obtained using parallel implementations on GPUs.
It applies the achieved improvement on a fraction of the code instead of
applying it to the total number of cores. The number of cores is used to
measure the acceleration in the case of the execution onto a single GPU
core, but in our case and in most of the cases, the acceleration that we
get is related to the execution onto one CPU core. So S is defined as the
speed-up obtained regarding to a fraction of the CPU code.
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Table 4.2 shows the estimated maximum acceleration we would achieve
in the algorithm after accelerating a fraction f of the algorithm by a factor
S. This acceleration was estimated by applying the Amdahl’s law. Other
implicit latencies exist in the architecture that will be discussed in later
sections. The acceleration of the winning neurons search and Euclidean
distance stages offered the highest overall acceleration.
Neurons
1000
5000
10000
20000
1000
5000
10000
20000

Patterns λ
500
500
500
500
1000
1000
1000
1000

f
0,72
0,89
0,93
0,98
0,67
0,9
0,94
0,97

Overall speed-up
3,29
6,39
8,73
13,74
2,95
6,89
9,60
12,01

Table 4.2: Overall maximum acceleration estimated using Amdahl’s law and
assuming a factor 20 of speed-up regarding to a fraction f of the algorithm.

In the experiments section, real values for the speed-up of winning
neuron search stage were obtained. Then, we applied Amdahl’s law again
to compare theoretical values with real overall speed-up obtained using the
GNG algorithm. Thereby, we were able to measure how much time was
consumed by other latencies like data transfers or the device initialization,
allowing us to know the speed-up upper bound of the GNG algorithm.

4.3.2

GPU-based implementation

In order to accelerate the GNG algorithm on GPUs using CUDA, it
was necessary to redesign it so that it fitted within the GPU architecture.
Many of the operations performed in the GNG algorithm were parallelized
because they act simultaneously on all the neurons of the network. That
was possible because there is no direct dependence between neurons at
the operational level. However, there exists a dependence in the adjustment of the network, which made necessary the synchronization of various
parallel execution operations at each iteration. Figure 4.3 describes GNG
algorithm steps that were accelerated on the GPU.
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1.7Create7GNG

Reconfiguration7
module

2.7Generate7
pattern
3.7Calculate7
distances7to7
the7neurons
3.7Compare7
distance

4.7Modify7age7
of7edges

5.7Modify7error7of7
winner7neuron

6.7Modify7
weights

7.7Create7
edges

Repeat7λ7times

8.7Delete7
neurons

80.7Delete7
edges

9.7Insert7k7
neurons

10.7Modify7
error7counters

Insertion/deletion7
module
11.7Repeat7until7ending7
condition7is7fulfilled

Figure 4.3: GNG learning algorithm remarking the parallel stages.

4.3.2.1

Euclidean distance calculation

The first stage of the accelerated algorithm was the calculation of Euclidean distances performed at each iteration. This stage calculates the
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Euclidean distance between a random pattern and each of the neurons.
This task takes place in parallel by running the calculation of each neuron
distance using as many threads as neurons the network contains. It is possible to calculate more than one distance per thread, but this is efficient
only for large vectors where the number of blocks executed on the GPU is
also very high.
4.3.2.2

Parallel reduction

The second task parallelized was the search of the winning neuron: the
one with the lowest Euclidean distance to the pattern generated and the
second closest one. For this search, we used a parallel reduction technique
originally described in [Harris, 2008]. This technique accelerates parallel
operations such as the search of the minimum value in large data sets.
For our GPU-based implementation, we modified the original algorithm
so that with a single parallel reduction step we do not only obtain the
minimum distance, but also the two smallest values of the entire data set.
This new version was coined 2M inP arallelReduction. Figure 4.4 shows
how parallel reduction is presented as a binary tree where at the end of
the log2 (n) steps we obtain the final result of the operation onto a set of
N elements.
To perform the complexity calculation of the search for the two closest
neurons regarding to the sequential version, which has a computational
complexity of O(N ), it should be noted that in parallel processing there
exist three types of complexity: complexity in the number of execution
steps, complexity of the work performed and time complexity. These complexities were identified in the parallel reduction algorithm:
• The complexity in terms of execution steps is O(log2 (N )) since it is
necessary to perform log2 (N ) steps to reach the final result. Moreover, within each execution step s,

N
2s

operations are performed.

• The complexity of the work performed is: For N = 2d elements,
PS

i=1 2

(d−i)

= N − 1 operations are performed. The complexity of

the work done is O(N ), where S is the total number of steps.
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Parallel Reduction: sequential addressing
Step 1

1/-

2/-

3/-

6/-

Step 2

1/9

2/5

3/3

6/7

Step 3

1/3

2/5

Step 4

1/2

9/-

1st min / 2nd min

5/-

3/-

7/-

Figure 4.4: Example of Parallel Reduction Algorithm execution.

• Finally, the time complexity is O(N/P + log2 (N )), where P is the
number of processors.
Therefore, since each block launches t threads, each of them processing
each element of the set N , the number of threads is equal to the number
of elements. Considering this fact to calculate the time complexity, this is
reduced to log2 (N ) compared to the complexity O(N ) in the sequential
version.
Despite this difference in complexity between the parallel and the sequential versions, the preparation and execution of programs on the GPU
involves a time penalty, as well as the GPU memory transfers of data that
causes a new penalty that begins to be compensated from a number X
of processed elements. This issue also affects the cost of the operations
performed onto the data.
4.3.2.3

Other optimizations

To speed-up the remaining steps, we followed the strategy used during
the first phase. Each thread is responsible to perform different operations
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on a neuron: checking edges age, removing edges, updating local error
of the neuron or adjusting neuron’s weights. At the stage of finding the
neuron with maximum error, the strategy followed is the same as the one
used in the step 3 (winning neuron search), but in this case the reduction
is looking only for the neuron with the highest error.
Regardless to the parallelism of the algorithm, we followed some good
practices on the CUDA architecture to get more performance. First, the
use of the constant memory to store the neural network parameters w ,
n , α, γ, amax . By storing these parameters in this memory, the access is
faster than working with values stored in the global memory.
Our GPU-based GNG implementation is also limited by the memory
bandwidth available. In the experiments section, we show analysis reports
for each CUDA capable device used and its memory bandwidth. However,
this bandwidth was only achievable under highly idealized memory access
patterns. However, it provided us with an upper limit of memory performance. Nevertheless, some memory access patterns, like moving data
from the global memory to shared memories and registers, provided better coalesced access. The shared memory within each multiprocessor was
used to get the highest performance of the memory bandwidth. So that,
it acts as a cache to avoid frequent access to global memory in operations
with neurons and allows threads to achieve coalesced reads when accessing
neurons data.
For instance, a GNG network composed of 20, 000 neurons and auxiliary structures requires only 17 MB of memory space. Therefore, GPU
implementation in terms of size do not present problems as current GPU
devices have enough memory to store it.
4.3.2.4

Minimizing transfers approach

Memory transfers between CPU and GPU were the main bottleneck
to obtain speed-up. So, these transfers were removed as much as possible
in the GPU-based implementation. Initial versions of the algorithm failed
to obtain performance over the CPU version because the complete neural
network was copied from GPU memory to CPU memory and vice versa
for each generated input pattern. This penalty, introduced due to the
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bottleneck of the transfer through the PCI-Express bus, was so high that
we did not improve runtime of the CPU version. After careful consideration
of the flow of execution, we decided to move the inner loop of pattern
generation to the GPU and removing memory transfers. It caused that
some tasks were not executed in parallel and had to be run on a single
GPU thread.

CPU

GPU

h)iCreateiGN G
W)iInitiCUDAi3i
CPU iMemDevice

3)iNetworkitrans feriCPUtoGPU

CPU iMemory

GPUiMemory

Reconfigurationi
module
4)iCalculateidistances
5)iSearchiWinningi
Neurons
6)iAdjustinetwork

Repeatiλitimesikstepsi455567
Inputipatterns

7)iNetworkitrans feriGPUtoCPU
8)iDeleteineu rons5i
edges

9)iInsertineuron

RepeatiforiNineurons

Insertionjdeletionimodule

Figure 4.5: GPU approach, CUDA workflow.

Figure 4.5 shows the workflow of our GPU implementation using CUDA.
First, GNG network is created in the CPU and CUDA device is initialized.
Then, the necessary space is allocated in the GPU memory to perform pro98

Chapter 4. GPGPU Accelerated Implementations

cessing. Once the GNG network structure is copied to the GPU memory
the learning algorithm begins: first, a random input pattern is generated
and the Euclidean distance is calculated in parallel from each of the neurons. Second, these distances are calculated also in parallel and, the two
neurons with the lowest distance (winning neurons) are also obtained using
a parallel reduction. Then, the adjustment is performed in a single thread
onto the GPU because the task set is sequential and cannot be parallelized.
This step has low parallelism but its GPU inclusion allows the system to
avoid the memory transfer latencies. This step is repeated λ times and is
usually known as the reconfiguration module of the GNG.
The use of CUDA in this algorithm provided better performance for a
large number of neurons. This is due to the time needed to prepare some
specific guidelines (GPU initialization) for the architecture implementation
as kernels execution or GPU memory allocation. Performing these operations on small vectors of 50-500 neurons is almost immediate on the CPU,
while the GPU cannot hide these inherent latencies in the architecture if
a large number of neurons is not reached. Therefore, we considered the
idea of applying hybrid techniques according to the restriction that the
GNG is an incremental network that initially works with a small number
of neurons, which grows progressively. This hybrid technique begins by
running the GNG onto the CPU, but when it is detected that the runtime
of the sequential version is higher than the runtime of the parallelized one,
the network is copied to GPU memory and the remaining calculation is
performed on the GPU.

4.3.3

Experiments

The accelerated version of the GNG algorithm was developed and
tested on a machine with an Intel Core i3 540 3.07Ghz and different CUDA
capable devices. Table 4.3 shows different models that we have used, including their features.
The multi-core CPU implementation of the GNG algorithm was developed using Intel Threading Building Blocks (TBB) library [int, 2012],
taking advantage of the multi-core processor capabilities and avoiding the
existing overhead [Bhattacharjee et al., 2011]. The number of threads
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used in the multi-core CPU implementation is the maximum defined in
the specifications of Intel i3 540 processor.
Device Model
Quadro 2000
GeForce GTX 480
Tesla C2070

Capability
2.1
2.0
2.0

SMs
4
15
14

cores per SM
192
480
448

Global Mem
1 GB
1.5 GB
6 GB

Bandwidth Mem
41.6 GB/s
177.4 GB/s
144 GB/s

Table 4.3: CUDA capable devices used in experiments

First, we performed some experiments to obtain the best parameters
to launch kernels in our application, obtaining the maximum occupancy of
CUDA multiprocessors. Once we obtained the best parameters, we used
them to test the 2minimumParallelReduction implementation obtaining
different performance depending on the graphics card used and its number
of cores. Finally, we carried out some experiments to obtain the speed-up
regarding to single thread and multi-thread CPU versions. Multi-thread
CPU implementation using multi-core CPUs followed a similar parallelization scheme than the one used for the GPU-based implementation.

4.3.3.1

Number of threads per block

As mentioned in Section 4.2, threads are organized into blocks to carry
out their execution onto multiprocessors. Depending on the algorithm, a
different number of threads per block should be used to obtain the best
performance. We tested different kernels on the NVIDIA GTX 480 with
different numbers of threads per block. The best performance was obtained
when using a number of threads between 128 and 256 for a number of neurons below 20, 000. For a larger number of neurons, the best performance
was obtained using 256 and 512 threads per block. These conclusions were
extracted from Figure 4.6. Selected parameters obtained the maximum
occupancy of CUDA multiprocessors. These results were directly applied
to the other tested graphics cards since the number of threads per block
mostly depends on the type of algorithm and the way it is implemented.
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512 threads
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85500

80500
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70500

65500

60500

55500

50500

45500
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30500

25500

20500

15500

10500

500

1024 threads

5500

Runtime (ms)

Number of threads per block

Number of Neurons

Figure 4.6: Execution time depending on the number of threads per block.

4.3.3.2

Speed-up 2 Min Parallel Reduction

We tested the 2MinParallelReduction implementation with different
graphics boards using 256 threads per block configuration for kernels launching. We obtained a speed-up factor up to 43x faster regarding a single-core
CPU and 40x faster compared to the multi-core CPU, learning a network
with a number of neurons equal to 100k. Figure 4.7(bottom) shows the
speed-up factor achieved with different devices and Figure 4.7 (top) shows
the evolution of the execution time in the sequential reduction operation
compared to the parallel version. It was also appreciated how it improved
the acceleration provided by the parallel version as the number of elements
grew.
Best results were obtained with the most powerful graphic card tested,
in our case the NVIDIA GTX 480 with 480 cores and 1, 5 GBytes of memory. Using others GPUs such as the Quadro 2000 model, which are found
in desktop computers, we also obtained a good speed-up, 10x-15x faster
than the CPU implementation.
Applying these values to Amdahl’s law that we previously analyzed and
replacing the speed-up factor of the fraction f by these values, we estimated
the upper limit of speed-up we may obtain in the GNG algorithm. Thereby,
the current acceleration was compared with the calculated upper limit and
we extracted the percentage of time consumed by other latencies implied
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Figure 4.7: Speed-up of 2MinParallelReduction implementation using different
graphic cards.

in the CUDA architecture.
Table 4.4 shows the estimated overall speed-up obtained for different
parameters of GNG using the speed-up we empirically obtained accelerating stage 3 of the algorithm.

4.3.3.3

GNG learning speed-up factor

To test our parallel version of the GNG algorithm, we carried out some
experiments using the GNG for 3D data representation. To solve the
problem of 3D representation, the necessary number of neurons to adapt
the input space was high which benefited the use of the GPU. Therefore,
an important increase in speed over the CPU version was achieved.
Based on a previous work [Garcia-Rodriguez et al., 2011], it was chosen
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Neurons
1000
5000
10000
20000
1000
5000
10000
20000

Patterns λ
500
500
500
500
1000
1000
1000
1000

s
0,27
0,11
0,07
0,02
0,30
0,1
0,05
0,03

p
0,73
0,89
0,93
0,98
0,70
0,9
0,94
0,96

Speed-up
0,78
2,95
5,61
10,60
0,69
2,9
5,65
10,68

Overall speed-up
0,83
2,42
4,27
8,62
0,761
2,44
4,47
7,98

Table 4.4: Theoretical overall speed-up obtained for GNG algorithm using speedup obtained in stage 3. This experiment was executed on a NVIDIA GTX 480.

a number of neurons N of 1000 / 5000 / 10000 / 200000 and a number
of input patterns λ of 500/1000. Other parameters were also fixed based
on our previous experience: w = 0.1, n = 0.001, α = 0.5, γ = 0.95,
amax = 250.
Figure 4.8 shows an experiment using GNG to represent a 3D object
with 20, 000 neurons and 1, 000 input patterns where the CPU solution
took more and more time as the number of neurons grew. However, the
parallel CUDA version increased the size of the array of neurons without
degrading significantly the performance. For a number of 20k neurons we
obtained a 6x speed-up factor using a NVIDIA GTX 480 GPU. This speedup is lower than the theoretical overall speed-up that we estimated in the
previous section. This was caused by the implicit latencies of the GPU
architecture. Table 4.5 shows differences between the theoretical overall
speed-up and the obtained one.
Neurons
1000
5000
10000
20000

Patterns
1000
1000
1000
1000

Theoretical overall speed-up
0,76
2,44
4,47
7,98

Real overall speed-up
0,68
2,36
4,23
6,11

Table 4.5: Theoretical overall speed-up and obtained overall speed-up using the
device GTX480.

Figure 4.8 shows that the CPU version is faster during the first iterations, but when the number of neurons is above 2000 the performance of
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the GPU implementation in the different graphic cards is noticeable.

Time consumed to adjust the network
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Iteration (each iteration new neuron is inserted)

GNG 20000 Neurons 1000 λ
7

6x

Speed-up adjust netowrk
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5x

5
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Speed-up GTX480
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Speed-up TESLA C2070
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2.2x

Speed-up Multi-core CPU
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10000 12500 15000 17500 20000
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Figure 4.8: Example of GPU and CPU GNG runtime, and speed-up for different
devices.

4.3.3.4

Discussion

From the experiments described above, we concluded that the number of threads per block that best fitted in our implementation was 256
due to the following reasons: First, the amount of computation the algorithm performs in parallel and second, the number of resources that
each device has and finally, the use of shared memories and registers. It
was also demonstrated that, by comparing the CPU implementation, the
2M inP arallelReduction achieved a speed-up of more than 40x to find out
a neuron with the minimum distance to the generated input pattern.
Theoretical values obtained applying Amdahl’s law and its comparison
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with real values obtained from the experiments indicated that GPGPU
architecture had some implicit latencies: initialization time, data transfers
time, memory access time, etc.
Experiments on the complete GNG algorithm showed that using the
GPU on small networks under-utilize the device, since only one or a few
multiprocessors were used. Therefore, the GPU-based implementation has
a better performance for large networks.

4.4

CAD/CAM Tool Path Computation Using
Multi-core GPUs

In this section, we present a CAD/CAM GPU application to show
the goodness of the GPU technologies improving the performance of 3D
processing methods. CAD/CAM industry applications commonly use machine tools. These computer numerical controlled (CNC) machine tools
are machines for shaping or machining metal or other rigid materials, usually by cutting, boring, grinding, shearing, or other forms of deformation.
Machine tools employ some sort of tool that carries out the cutting or shaping. In order to machine a surface by means of a cutting tool on a CNC
machine tool, a series of 3D or 2D coordinates that define its motion must
be supplied. These points are usually referred to as tool center positions.
In this way, the problem can be expressed as obtaining a trajectory of tool
centers that defines the desired object to be machined with a given precision, in the literature the problem is also known as the tool compensation
problem [Farin, 1996]. With a given object and tool, a solution cannot
always be found because of the curvature of the surfaces [Wang, 1996]. In
these cases, the problem is redefined in order to obtain a trajectory that
defines the closest surface that contains the desired object (that is, without
collision). Figure 4.9.a shows the trajectory (tool path) of a circle center
point in order to define a surface. In this case, for the sake of simplicity,
the problem is presented in 2D. For 3D surfaces the problem becomes more
complex.
Partial solutions to this problem use surface offsets generated by different methods [Wang, 1996, Choi, 1991, Held, 1998]. However, these
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offset-surfaces are restricted to one-radius tools (i.e spherical, cylindrical
and conical) and are not valid for more complex tools, such as toroidal ones
with two radii. Moreover, in most cases, self-intersection problems arise
according to the surface curvature [Wallner et al., 2001] (see Figure 4.9.b).
Thus, more sophisticated and higher cost computing techniques are needed
to detect and solve these problems. Other solutions, based on ruled surfaces, compute the closest ruled surface to an object, although, once again,
they are restricted to one-radius tools and 3-axis isoparametric machining
[Elber and Fish, 2000].
a

b

a)

c

b)

Figure 4.9: a) Tool trajectory for part surface. Machined surface will differ from
the original without collision in a; b) Trajectory by means of surface offsetting.
Self-intersections in b and discontinuities in c will clash with part surface in shaded
regions.

As a case of study, we present the efficient implementation of a specific tool path algorithm called Virtual Digitizing [Jimeno-Morenilla et al.,
2004] (VD). The VD algorithm avoids the problem of tool-surface collision
by its own definition. It was inspired by the way mechanical copiers work.
These machines touch and move along the reference model’s surface, while
a group of arms instantly transmit that movement and distances to the
cutting wheels in order to shape the workpiece. Similarly, the virtual digitizing approach “virtually touches” the reference surface with the cutting
tool (actually, it computes the cutting tool position), and makes sure that
the machine does not remove any point within the object to mechanize.
Due to the fact that all the machining processes are simulated, this algorithm has no restrictions in tool or machine specifications, so the algorithm
can be used both standard (3 or 5 axis machining) and non-standard ma106
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chining (e.g. in retro-fitting machining where old machines are fitted to be
computer controlled).
In recent years, some works have dealt with CAD/CAM problems acceleration using GPUs. The key features of the new breed of GPU that
are significant for the CAD researcher and commercial developers are outlined in [Okitsu et al., 2010]. In [Krishnamurthy et al., 2009], cone beam
reconstruction is implemented using CUDA compatible GPU that accelerate the Feldkamp, Davis, and Kres (FDK) algorithm. [Lu et al., 2009]
proposed a method to evaluate NURBS and compute objects clearance
using GPUs. 3D cone-beam CT reconstruction using Simultaneous Algebraic Reconstruction Technique (SART) is presented in [Kurfess et al.,
2007]. However, there is no evidence of trajectory computation algorithms
based on the CUDA technology. In this section we present a new parallel
version of the VD method that takes advantages of the new and efficient
SIMD architectures of programmable graphics cards. Using this approach,
complex calculations of VD can be made in real time without replacing the
numerical control computer, only a multi-core graphic card would have to
be plugged to the system bus. In subsection 4.4.1, we explain the basic
method to obtain a machining trajectory by means of the VD method, including its cost analysis. It is the basis of the parallel algorithm described
in subsection 4.4.2 developed onto a multi-core GPU architecture, followed
by some real experiments of shoe last machining in subsection 4.4.3. Finally, conclusions of this application and further work are presented in
subsection 4.4.4.

4.4.1

The Virtual Digitizing strategy

This algorithm, initially used for imitating the way traditional copier
machines work [Jimeno et al., 2001], can be divided into four phases:
1. Definition of the tool motion
2. Obtain a discrete model of the part surface
3. Simulate the tool motion
4. Virtual digitization process
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Figure 4.10: Example of the Virtual Digitizing process for 2D shapes.

input : 3DObject; 3D Model of the Object
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
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t = 0;
while t <= 1 do
minDistance = ∞;
foreach surf acei ∈ 3DObject do
foreach pointi,j ∈ surf acei do
p0j,k = pointi,j · T R4x4 (t);
d = dy (p0j,k , T ool);
if d < minDistance then
minDistance = d;
end
end
end
EECentre = computeCentre(minDistance, T R4x4 (t));
addT rajectory(EECentre);
Increment(t);
end
Algorithm 3: Basic virtual digitizing algorithm
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The digitizing algorithm becomes simple once the surface and tool motion is well-defined. Basically, the behavior can be described as follows:
For each point of the trajectory, every surface part is transformed to face
the cutting tool according to the machining strategy. Once the part is
positioned, the minimum distance from every grid point to the tool is
computed in the direction of the tool attack axis. This minimum distance
determines the tool center point for this step in the virtual digitization
process. Physically, we select the point that touches the tool surface first
when the tool is moved along the attack axis. The process is similar to the
one used for obtaining z-maps of the tool envelope surface, typically used
for 3-axis CNC machining: the inverse offsetting method [Takeuchi et al.,
1989] and the direct cutting simulation [Jerard R B and Hauck, 1988]. The
distance from a point to an object is computed by projection of the grid
point on the tool, in the tool attack direction. The distance between the
given point and the projected one will be used to compute the tool center point for that machining position. As shown in Figure 4.10 (a simple
example in 2D to obtain a single trajectory point for a circular tool), the
minimum distance represents the tool center distance in order to reach the
grid point without colliding with the shape. On analyzing the Algorithm
3, up to three nested loops are observed. The innermost one is used to
access every grid point on the selected surface, that is, it consists of two
loops, one for rows and the other for columns. The outermost loop goes
through every trajectory position. From experience, in order to obtain a
good-quality finish, it is necessary to produce at least as many trajectory
points as grid points on the surface. In the inner loop, a multiplication of
a vector and a matrix is computed and stored in a local variable. Let us
assume n to be the maximum number of grid points on the surface, and
m the number of trajectory positions, then the cost of the algorithm, is:

O (n · m)

(4.2)

The computing cost showed in Equation 4.2 could be high in some
machining scenarios, such as traditional industrial fields, where there are
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not high-performance computers with a regard to design and manufacture.
The use of low-performance computers and standard operating systems is
therefore a restriction, since they share both the management tasks and
those of the CAD/CAM. As a guide, usual values for both n and m in
shoe last machining are about 50,000, that is, a high computer cost for a
standard PC.
4.4.1.1

Algorithm cost

Computational cost is analyzed in this section in terms of the problem
size for the algorithm introduced in Algorithm 3. Analyzing this algorithm,
we observe that every loop iterates on different data. In order to obtain a
good finishing quality it is necessary produce, at least, as many trajectory
points as grid points the surfaces have. The finishing quality also depends
on the material to be milled, for example, metallic ones produce best results
but need more trajectory points than organic ones (plastics) and also more
grid points (surface definition or SD).
“O” is the operator used to determine an upper limit of the computation
cost. Let assume n as the maximum number of grid points (m for u
direction, and s for v) of all the surfaces.
n = max(m · s, ∀m, s ∈ SD)

(4.3)

The cost of the first loop, and consequently the algorithm cost, is:


lim (n · (ct1 + ct2 · O (n) + ct3 + ct4 )) = O n2



n→∞

(4.4)

where cti are constant values.

4.4.2

Virtual Digitizing parallelization onto GPUs

In this section, we propose an alternative to the above introduced algorithm in order to improve the average response time. We will show that
using this kind of optimizations should reduce the average response time for
the machining. One of the key aspects to consider in the implementation
of an application or algorithm in CUDA is to analyze the amount of paral110
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lelism of the problem. For this reason, we begin analyzing the parallelism
level that can be reached in this application without changing its behavior.
The algorithm of virtual digitizing has several levels of parallelism, since
it is possible to parallelize both internal (lines 4 and 5 of Algorithm 3)
and external loops (“while” in line 2) because each possible combination
does not depend on the rest of the data. This is possible due to the own
formulation of the problem, where each point of the trajectory solution
is independently calculated. If we make calculations in sequential form, it
can be included certain optimizations since some knowledge about previous
steps is available. However, these improvements have not been included in
the parallel version of the algorithm although it has been implemented in
the sequential CPU versions that we will later use to compare performance
in the experimentation section. The independence between the different
points (different values of t) from the trajectory allows parallelizing the
algorithm presented in Algorithm 4.
input : 3DObject; 3D Model of the Object
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18

InitializeGP U (3DObject);
In Parallel all path points

/* allocate input values */
/* num. point threads */
/* identify current thread part */
t = f (blockIdx.x ∗ blockDim.x + threadIdx.x);
minDistance = ∞;
foreach surf acei ∈ 3DObject do
foreach pointi,j ∈ surf acei do
p0j,k = pointi,j · T R4x4 (t);
d = dy (p0j,k , T ool);
if d < minDistance then
minDistance = d;
end
end
end
EECentre = computeCentre(minDistance, T R4x4 (t));
addT rajectory(EECentre);
end
ObtainGP U Results();
Algorithm 4: Parallel version of digitizing algorithm using GPUs

In Algorithm 4 we used the variables blockIdx.x, blockDim.x, threadIdx.x, provided by CUDA, to obtain the number of current parallel pro111
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cess that corresponds to a point of the trajectory solution.
Theoretically, the computation cost becomes from Equation 4.2:

m = n/p + o


lim (m · (ct1 + ct2 · O (m) + ct3 + ct4 )) = O m2



(4.5)

n→∞

where p is the number of stream processors of the GPU and o is the cost
associated to the communication time. The computational cost, without
considering communication time, is expressed in Equation 4.6. In the best
case, the total computing time could be reduced by the number of stream
processors available.


lim

n→∞

4.4.3

n
n
· (ct1 + ct2 · O
nproc
nproc




n 2
+ ct3 + ct4 ) = O
nproc






(4.6)

Case of study: shoe last machining

For the experiments, we used the dataset described in Section 1.4.2.2.
The selected machine is a traditional turning lathe for shoe lasts, consisting
of three different axes as shown in Figure 4.11. All of them perform a spiral
movement around the object to be machined. The tool selected is a 3D
torus that simulates the cutting tool in movement.
The surface to be machined consists of a discretization of a free-form
NURBS surface. The more grid points used in each dimension to represent
a surface, the finer the spatial resolution of our discretization and the more
accurate our trajectory. For an object of 10 x 10 x 200 mm, a grid of
approximately 130 x 120 points is used, which implies a distance of 2 mm
between points in each surface dimension. First steps of Algorithm 3 are
slightly transformed as shown in Algorithm 5.
Algorithm 5 consists of four nested loops, the first and second ones
simulate the tool movement around the object. The third and fourth loops
analyze each surface point in order to find the nearest one to the tool. The
transformation matrix consists of a basic 3D rotation matrix around the
X axis. The distance function computes the distance between a 3D point
and a 3D torus in the tool attack direction (Y axis) and is expressed in
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Rotation axis

Tool Attack axis

Translation axis
Up

Figure 4.11: Axes involved on a shoe last turning lathe machine.

input : 3DObject; 3D Model of the Object
foreach x in every tool translation positions do
minDistance = ∞;
3
foreach rot in every step rotation do
4
T R4x4 = createRotationAndT ranslationM atrix(x, rot);
5
foreach surf acei ∈ 3DObject do
6
foreach pointi,j ∈ surf acei do
7
p0j,k = pointi,j · T R4x4 (t);
8
....
Algorithm 5: Changes introduced in algorithm 3 for simulating turning
lathe movement.
1
2
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Equation 4.7.
s

D (x, y, z) = Ty − y −

R+

q

r2

2

2

− (x − Tx )

− z2

(4.7)

where Tx ,Ty are the x, y coordinates of the torus center. x, y and z are the
3D point coordinates and R, r are respectively the major and minor torus
radius.
Figure 4.12 presents a real example of shoe last machining. The figure
includes pictures with the initial and final shapes of shoe lasts, as well as
the helix-shaped trajectory of the workpiece and the tool.

Figure 4.12: Different steps in shoe last machining. On the left, computed tool
path trajectory. In the center, injected block and first step of rough machining in
a turning lathe machine. On the right, finished shoe last.

In order to evaluate the reliability of our proposal in real applications,
we designed several experiments with real data and requirements from
the shoe last industry. As we have described in previous sections, the
complexity of a tool path computation depends mainly on two factors: the
precision of the geometric model (in our case a shoe last modelled by a
discretisation of a NURBS surface) and the precision of the trajectory itself.
We establish the surface precision sp as the average number of surface
points per squared millimetre, and define the precision of the trajectory tp
as the average number of points per millimetre of trajectory. A typical last
surface can be described with enough precision from about 0.17 p/mm2. In
our experiments, we have considered different last surfaces with a range up
to 0.72 p/mm2, which can be considered the finest quality. Regarding the
number of trajectory points, good results can be achieved from 0.2p/mm;
ours experiments go up to 1.1 p/mm in order to cover a wide range of
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cases. For the experiments, we have used a NVIDIA GeForce GTX 480
graphic card that has 15 multiprocessors each of them constituted by 32
cores and an Intel Core2 Quad Q9300 processor. The different versions of
the virtual digitizing algorithm have been implemented in CPU and GPU
to work in single precision (CUDA SP) and double precision (CUDA DP),
due to the precision required for CAD/CAM systems is around one tenth
of millimeter. After some experiments, we realized that versions in CUDA
SP had a smaller error of one hundredth of millimeter compared with those
of CUDA DP which fits the error allowed for these systems. Nevertheless,
we maintained both versions since this algorithm comprises many other
CAM operations with stronger requirements. Next, we describe a set of
experiments that will help us to understand better the proposed algorithm
and to analyze the contributed solution as well as the results obtained.
4.4.3.1

Experiment I

This first experiment compares the improvement of CUDA implementation with respect to the complexity of the algorithm. We will increase the
precision of the resulting trajectory tp at the same time as the calculation
increases.
1000000

Time (ms)

100000
CUDA SP

10000

CPU SP
CUDA DP
CPU DP

1000

100
3.49

1.75

0.87

0.44

0.22

precision of the trajectory (TP)

Figure 4.13: Computing time versus precision of the trajectory (T P ).

Several aspects can be emphasized of Figure 4.13. One of the first conclusions that could be obtained from the data is that the CPU versions
have quite similar results. This is due to the present complexity of the CPU
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that causes that the difference between precisions is imperceptible for this
algorithm. In the versions implemented with CUDA, it is possible to appreciated a difference depending on the precision with which they work,
since CUDA processors are not as powerful as the CPU and when more
complex operations are used (special operations with double precision or
functions like sins, cosines, square roots,. . . ) the performance decreases.
But the most appreciable result is the runtime difference between CUDA
and CPU versions that is of an order higher. From the results obtained
in this first experiment it could be concluded that the improvement obtained in the version of simple precision is around 70 − 75x and for the
double precision is 35x. In addition, for the tested values of precision, the
improvement is indifferent for all the cases.
4.4.3.2

Experiment II

In this second experiment, we demonstrate how the system performance varies with respect to the complexity of the model to represent. In
order to prove this variation we are going to fix the spiral of the path to
be calculated, that is to say, we are going to determine the precision of
the resulting trajectory using a tp of a 0.72p/mm. Once determined the
resulting precision, we will test models of different complexity (sp) from
simplest to most complex.
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Figure 4.14: Computing time versus complexity of the surface (sp).

As it is shown in Figure 4.14 there are no changes of behavior with re116
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spect to the different last models (and therefore to the different complexity
of the input data). The differences between the CUDA and CPU and also
among the CUDA versions for different data types are also similar. It can
be calculated the improvement ratio in time and they are being kept independent of the complexity of the shoe lasts; 35x for the version of double
precision and around 70x for single precision.
4.4.3.3

Experiment III

In this last experiment, we analyze the behavior of the CUDA implementation onto different GPU devices. The experiments are the same that
in experiment II, using card GTX480 which we have used in the rest of experiments, a GTX465 and a Nvidia Quadro 2000. We present only results
for the versions in simple precision for the sake of clarity.
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Complexity from input data (SP)

Figure 4.15: Speed up versus different multi-core GPU types.

In Figure 4.15 it can be appreciated differences between the execution
time of both cards. The best ratios are obtained with the GTX480 that
is the most computationally powerful. This experiment shows how the
algorithm adapts to the capacities of the different devices and therefore,
whichever better is the device (with more processors) a better performance
is obtained from this implementation.
4.4.3.4

Quality measurements

In order to check the quality of the trajectories generated, surfaces from
a set of nine shoe lasts manufactured using a CNC lathe have been obtained
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with the aid of precision digitizers. Subsequently, several fundamental
measurements (see Figure 4.16) have been compared. Table 4.6 shows the
results of the comparison.

a)

b)

c)

d)

Figure 4.16: Quality measures of the mechanized shoe last models: a) center
line, b) bottom line, c) cone heel line, d) ball girth.

Measure
Centre line (190mm)
Bottom length (280mm)
Cone heel line (300mm)
Ball (220mm)

Error found
±0.3mm
±0.1mm
±0.6mm
±0.3mm

Table 4.6: Quality measures of the tested models.

4.4.4

Discussion

The idea of integrating trajectory generation into the numerical control
itself is now becoming more common. The new ISO standard 14649 (also
called STEP-NC) remedies the shortcomings of ISO 6983 by specifying
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the machining processes rather than machine tool motion by means of
machining tasks [Xu and He, 2004]. In this new environment, the use of
specific hardware could be used to facilitate trajectory generation in the
control itself. In this way, complex calculations could be made in real
time without having to replace the numerical control computer; only new
specific processing hardware cards would have to be added. The specific
hardware approach using CUDA technology can be used to solve high cost
problems arising from the CAD/CAM. In particular, it can be applied
to the computing tool path algorithms. This approach has been applied
to the Virtual Digitizing algorithm, achieving good results in trajectory
computing for low performance computers. Future studies will be aimed
at applying specific hardware techniques in order to accelerate other 3D
trajectory estimation algorithms in 3 or 5-axis standard manufacturing
environments.

4.5

Conclusions

This chapter has demonstrated that the GPGPU paradigm allows to
considerably accelerate algorithms traditionally executed on the CPU and
often to run these under hard time constraints.
Moreover, this chapter proposed a GPU-based implementation of the
GNG algorithm in order to obtain a more efficient version suitable for
operations with time constraints. However, the use of these technologies
is not for free, applications must be redesigned to take advantage of their
massively parallel architecture. Experimental results showed that the GPU
implementation significantly reduced learning time compared with singlethreaded and multi-threaded CPU implementations of the GNG. The GPU
implementation showed a big performance rate when dealing with a huge
3D data and a high number of neurons. This is the expected behavior as
we usually manage huge 3D point clouds.
Finally, the GPU Virtual Digitalizing implementation also demonstrated
the capability of these architectures getting an speed up factor around 70x.
These GPUs devices can be easily integrated in the CAD/CAM tools and
speed up commonly processes as rapid prototyping or custom-designed
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4.5. Conclusions

production.
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Conclusions
This chapter discusses the main conclusions and contributions extracted from the work presented in this dissertation. The chapter
is organized in four different sections: Section 5.1 presents and discusses the final conclusions of the work presented in this thesis.
Section 5.2 enumerates the most relevant contributions made in
the topic of research. Next, Section 5.3 lists the publications derived from the presented work. Finally, Section 5.4 presents future
works: open problems and research topics that remain for future
research.

5.1

Conclusions

In this thesis, we first presented a description of some different registration methods using RGB-D sensors, dividing them into coarse and fine
methods. This classification facilitates the description of the main features
of the algorithms. We tested five different registration methods and quantitatively measured the error in the transformation estimation using a stateof-the-art RGB-D dataset for Visual Odometry and SLAM systems. Using
the evaluation measures and tools provided by the dataset, we analyzed
the results of the tested methods which are: the KinectFusion, the Dense
Visual Odometry, the ICP, a Visual Feature based method and Visual
Features with ICP refinement method. Results show that the DVO and
KinectFusion methods obtain the lower registration errors. DVO method is
the most robust on the regular f r1 and f r2 sequences while KinectFusion

5.2. Contributions of the Thesis

provides the best results on the texture/geometry f r3 sequence.
In addition, we have proposed two approaches to mitigate the huge
amount of 3D data problem that applications in mobile robotics have to
deal with. The first proposed method consists in applying a Growing
Neural Gas technique to reduce and represent 3D point clouds. Results
showed that the GNG obtains a good representation of the input space,
getting lower error than other methods like Octree and Voxel Grid. We also
have proposed a lossy plane-based compression method in order to reduce
3D point clouds, obtained from man-made scenarios. Results show how
our proposed method is able to compress and reconstruct a point cloud.
The compression rate can be controlled with a parameter getting different
levels of compression.
In Chapter 4 it has been demonstrated that the GPGPU paradigm
allows to considerably accelerate algorithms traditionally executed on the
CPU and often to run them under hard time constraints. The GPU-based
implementation of the GNG algorithm is a more efficient version suitable
for operations with time constraints. However, the use of these technologies
is not for free, applications must be redesigned to take advantage of their
massively parallel architecture. Experimental results showed that the GPU
implementation significantly reduced learning time compared with singlethreaded and multi-threaded CPU implementations of the GNG. The GPU
implementation showed a high performance rate when dealing with a huge
3D data and a high number of neurons. This is the expected behavior as
we usually manage huge 3D point clouds.
The GPU Virtual Digitalizing implementation also demonstrated the
capability of these architectures getting an speed up factor around 70x.
These GPUs devices can be easily integrated in the CAD/CAM tools and
speed up commonly processes as rapid prototyping or custom-designed
production.

5.2

Contributions of the Thesis

The contributions made in this body of research are as follows:
• An experimental study of the state-of-the-art 3D incremental regis122
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tration methods to determine which method fits better to the scenes
we are dealing with.
– The Dense Visual Odometry methods got good results on the
tested scenes but Kinect Fusion method is the robust method.
– Kinect Fusion showed good stability over the entire data sets.
Its GPU design allows the system to optimize the incremental
registration at high frame rates and its internal model of the
scene partially removes the noise from the RGB-D sensors.
• A new method to create compact, reduced and efficient 3D representations from noisy data. The method is based on the Growing Neural
Gas algorithm, which has been extended and redesigned providing
several useful capabilities.
– The application of the GNG-based algorithm to represent threedimensional noisy observations obtained with different sensors.
– The demonstration that GNG representation gives better adaptation results than other common used methods.
– As GNG is a time consuming method. We proposed a GPU
implementations that improves the performance of this 3D representation method.
• A compression method that reduces the size of the point clouds based
on geometry constraints.
– The compression is based in plane detection where each plane
is reduced to a compact representation of triangles.
– The compressed file contains information about the different
planes which can be used in later applications without the need
of decompression. The planes and triangles can be used for surface reconstruction applications or 3D plane based registration
methods.
– The compression rate can be controlled using a parameter which
represents the minimum number of points we want to be com123
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pressed. This feature allows the system to get different compression rates and therefore different qualities of the reconstructed
point cloud. The compression method shows the expected behavior which is the bigger the compression the fewer the quality
of reconstruction.

5.3

Publications

The following articles were published as a result of the research carried
out by the doctoral candidate:
• Articles in scientific journals:
– Vicente Morell, Miguel Cazorla, Sergio Orts-Escolano , José
García-Rodríguez. 3D Maps Representation using GNG.
Mathematical Problems in Engineering. Volume 2014. 2014.
Impact Factor (JCR 2012): 1.383
– Vicente Morell-Giménez, Marcelo Saval-Calvo, Jorge AzorínLopez, Jose Garcia-Rodriguez, Miguel Cazorla, Sergio OrtsEscolano and Andres Fuster-Guillo: A Comparative Study
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5.4

Future Work

As future works, we propose to extend our GNG method in order to
provide a more useful maps for robot navigation. We also plan to provide
the GNG a way to revert the reduction or compression of the points, storing information from the neurons neighborhood (color, point distribution,
etc.). Similar to this idea, we want to test hierarchical neural networks to
get different resolutions of the maps and dealing with bigger maps. Another plausible modification is to use the GNG structure to reconstruct
3D colored mesh of the maps which can help for further mobile robotics
applications, for example, 3D visualization.
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Regarding our compression method, which is time consuming, the implementation of some of the operations on General Purpose Graphic Process Units (GP-GPUs) using technologies as CUDA or openCL should
increase the efficiency of the proposed method. Particularly, we will focus in simultaneous multi-plane detection so we can try to parallelize the
compression of each plane.
In general, we plan to fully integrate our 3D representation system in
a Simultaneous Mapping and Localization system. Using the information
reached in our experimental study of registration methods, we seek to
design a real-time SLAM system building a 3D representation of the maps
using our GNG proposal.
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Appendix A

Resumen
En este apéndice vamos a introducir la motivación y los objetivos de
esta tesis, describiendo el estado del arte de la materia. Por último,
presentaremos las conclusiones de la investigación realizada en esta
tesis, así como las propuestas de trabajos futuros.

A.1

Motivacion

La motivación para esta tesis viene dada por la participación y colaboración en varios proyectos relacionados con la visión por computador y la
robótica móvil.
La llegada de cámaras RGB-D de bajo coste como la Microsoft Kinect
ha llevado a muchas aplicaciones a introducir procesamiento de datos 3D
en sus esquemas. Estos dispositivos proporcionan una gran cantidad de
información en forma de imágenes de color y de profundidad. Estos dos
tipos de imágenes pueden ser fácilmente transformadas en un conjunto de
puntos 3D con color que en adelante llamaremos nube de puntos 3D. El
uso de estas nubes de puntos implica un gran coste computacional, por ello
es necesario un modelo de representación y un rediseño de los algoritmos
con el fin de aprovechar las capacidades de computación paralelas de los
actuales sistemas.
Una de las aplicaciones que hace un uso intensivo de estos datos 3D es
el simultáneous Localization And Mapping (SLAM). El SLAM es un problema común en el campo de la robótica móvil y ha sido extensamente estudiados desde que fue originalmente propuesto por [Leonard and Durrant-
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Whyte, 1991], basado en trabajos anteriores de [Smith et al., 1987]. El
problema del SLAM es en realidad dos problemas que tienen que ser resueltos al mismo tiempo debido a sus dependencias mutuas. El robot recibe
un conjunto de datos de los sensores de entrada y usando su odometría interna, por ejemplo la posición relativa de los sensores en el sistema de
coordenadas virtual del robot, el robot crea un mapa del entorno para ese
instante y esa posición. Pero normalmente para mapear todo el entorno
o simplemente para completar alguna tarea que implique movimiento del
robot, el robot cambia su posición y los nuevos datos de los sensores estarán por tanto en otro sistema de coordenadas. Entonces, para acumular
los datos de los sensores y por tanto ir construyendo un mapa del entorno,
el robot necesita conocer la transformación o movimiento que el robot ha
ejecutado. Esta transformación puede ser estimada usando la odometría
interna del robot o usando un sistema de localización externo. Existen
diferentes sistemas de localización externos que usan diferentes tecnologías
como GPS, blue-tooth([Anastasi et al., 2003]), radio-frecuencia([Bahl and
Padmanabhan, 2000]) o Redes Inalámbricas locales ([Battiti et al., 2002]).
Sin embargo, hay situaciones donde estos sistemas no son plausibles como
entornos submarinos, espacio exterior o situaciones catastróficas. Por otro
lado, el movimiento estimado del robot puede ser altamente erróneo debido a superficies deslizantes o cambios en el viento en el caso de los robots
voladores. El sistema SLAM propone usar la información proveniente de
los sensores en diferentes instantes de tiempo y posiciones para estimar
el movimiento del robot. Este proceso es llamado Registro. Sin embargo,
usando un registro incremental se obtienen errores acumulativos, por tanto
el mapa construido incrementalmente no es correcto. Para solucionar este
problema, el SLAM propone mover al robot a una zona previamente visitada por el robot. Usando la localización estimada del mapa, los datos de
los sensores deberían encajar con el mapa previamente almacenado. Por
tanto, usando la posición estimada del robot calculamos el registro entre
la parte del mapa donde se supone que está el robot y la información de
los sensores. Esta nueva transformación puede ser usada para corregir la
posición estimada del robot y al mismo tiempo para corregir las transformaciones que se han calculado previamente, o dicho de otro modo, a
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corregir el mapa generado. En esta tesis nos centraremos en el problema
del registro para los sistemas SLAM y en la eficiente representación y compresión de los mapas generados.

A.2

Trabajos Relacionados

En esta tesis tratamos dos problemas principalmente, el registro 3D y
la representación 3D. El problema del registro aplicado a la reconstrucción
de escenas da como resultado nubes de puntos las cuales necesitan algún
modelo de representación con el fin de ser usadas más eficientemente en
posteriores aplicaciones.

A.2.1

Métodos de Registro

El problema del registro aplicado a la reconstrucción de escenas 3D
da como resultado nubes de puntos las cuales necesitan algún modelo de
representación con el fin de ser usadas más eficientemente en posteriores
aplicaciones.
Como hemos mencionado anteriormente, el registro es el proceso de
transformar varios conjuntos de datos en un mismo sistema de coordenadas. En esta tesis nos hemos centrado en el registro de frames RGB-D
incremental proporcionados por sensores de bajo coste como el Microsoft
Kinect. Sin embargo, el registro es una tarea común en muchas otras
aplicaciones.
En aplicaciones médicas es muy común registrar los diferentes escaneados en un solo modelo 3D. En [Maintz and Viergever, 1996] se muestra
una vista general de alrededor de 300 métodos de registro de imágenes.
Una revisión más reciente de métodos de registro de imágenes médicas se
puede ver en [Oliveira and Tavares, 2014] donde se revisa el trabajo que
se ha desarrollado y es una buena referencia para aquellos que necesitan
registros de imágenes médicas. Siguiendo uno de los objetivos de esta tesis,
muchos de estos trabajos se han implementado usando tecnologías GPUs
(para más información revisar el capítulo 4) como podemos observar por
ejemplo en [Shi et al., 2012], donde se presenta una revisión de aplicaciones
GPU que trabajan con imágenes médicas.
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Un trabajo relacionado con imágenes médicas se puede ver en [Ibáñez
et al., 2012]. Este artículo presenta un método de registro que alinea un
modelo 3D de una calavera con imágenes de caras. El proceso es llamado
superposición Craneofacial y es una técnica de identificación forense donde
fotografías o vídeos de personas desaparecidas son comparadas con calaveras encontradas para determinar si coinciden o no. En otras palabras, usa
el registro entre las imágenes de color y un modelo 3D de la calavera para
encontrar emparejamientos potenciales.
Otras técnicas de registro usan Algoritmos Evolutivos (EA) para obtener
las correspondencias entre los distintos conjuntos de datos. En [Santamaría
et al., 2012] y [Santamaria et al., 2013], los autores proponen un método
de registro de imágenes basado en un algoritmo evolutivo que utiliza un
esquema auto-adaptativo para controlar sus parámetros. El método propuesto se aprovecha de la sinergia entre dos EA recientes: evolución diferencial [Storn and Price, 1997] y sistemas artificiales inmunes [de Castro
and Timmis, 2002]. Una revisión experimental de métodos de registro evolutivos aplicados a modelos 3D puede encontrarse en [Santamaría et al.,
2012].

A.2.2

Representación de Datos 3D

Una parte común de muchas de las aplicaciones de registro es que tienen
que manejar grandes cantidades de información. Los sensores actuales
como el Microsoft Kinect son capaces de proporcionar más de 300k puntos
3D con color por frame y son capaces de proveer más de 15 frames por
segundo. Esta gran cantidad de datos se vuelve rápidamente inmanejable
y por tanto estas aplicaciones necesitan técnicas de reducción de datos, es
decir, reducir la cantidad de datos tratando de preservar la información más
relevante. Estos métodos de reducción varían dependiendo de la aplicación.
En esta sección hemos clasificado los métodos según la finalidad de su
aplicación, pero muchos de los métodos son normalmente combinados para
optimizar diferentes procesos como la visualización, el almacenamiento o
la modificación.
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A.2.2.1

Representación de los Datos en Bruto

Es común que la información se maneje directamente usando la misma
estructura proporcionada por los sensores de entrada. En el contexto 3D,
podemos encontrar conjuntos de puntos 3D, imágenes de profundidad y
color o sus equivalentes nubes de puntos ordenadas. Además como tipo
básico de representación 3D hemos añadido los conjuntos de polígonos.

A.2.2.1.1

Listas o conjuntos de puntos

Las listas o conjuntos de puntos son una estructura muy simple donde
tenemos una colección de puntos 3D sin ningún orden en concreto. Muchos de los dispositivos 3D proporcionan este tipo de valores debido a la
tecnología usada para estimar esos puntos 3D. Por ejemplo, los métodos
de visión estéreo obtienen una lista de puntos 3D de las correspondencias
de color entre las imágenes. Este modelo de representación es también
conocido como nube de puntos. Dependiendo del sensor y de la aplicación
usada, cada uno de sus puntos puede tener otra información adicional como
color, tamaño, valor de la normal, etc.

A.2.2.1.2

Conjuntos Ordenados de Puntos

En esta categoría incluimos las imágenes de profundidad, también conocidas como imágenes de rango, y las nubes de puntos que se obtienen de
estas y de los parámetros intrínsecos del sensor usado. Estas imágenes de
profundidad son matrices bidimensionales donde cada valor representa la
profundidad entre el correspondiente punto 3D y el centro lógico de la cámara. La organización en dos dimensiones de estas representaciones 3D o
2.5D permite muchas optimizaciones como la búsqueda rápida de vecinos
o la reducción rápida de puntos 3D.

A.2.2.1.3

Lista o Conjunto de Polígonos

La lista de polígonos es también conocida como sopa de polígonos. Estos conjuntos de polígonos es la representación más básica de superficies
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3D donde cada polígono, normalmente triángulos y/o quads, son representados por medio de sus vértices. Esta representación es poco eficiente ya
que cuando dos polígonos comparten vértices o aristas, esta representación
almacena esa información varias veces.
A.2.2.2

Representación de Sólidos y Espacios Ocupados

Muchas aplicaciones usan modelos sólidos de los objetos como una
forma de representar el propio objeto y el espacio que ocupa. Existen
varias estructuras para representar ese espacio ocupado y objetos sólidos.
A.2.2.2.1

Representación de Voxel Grid

En la representación de voxel grid (también conocida como cell grid),
un objeto es descompuesto en celdas distribuidas en una malla regular.
Estas celdas son llamadas voxels (del inglés, volumetric pixel), en analogía
a los pixel de 2D.

Figure A.1: Representación original (izquierda) y usando Voxel grid (derecha)
de la famosa tetera de Utah.

La Figura A.1 muestra un ejemplo de una representación en Voxel Grid
de la famosa tetera de Utah1 . A la izquierda podemos ver la adaptación
de la superficie a una malla de polígonos del modelo implícito de la tetera.
A la derecha podemos ver la representación usando voxel grid que ocupa
aproximadamente 1700 voxels o celdas.
Voxel Grids o cell grids es una estructura muy común en muchas aplicaciones. En aplicaciones de mapeado se suele encontrar como mapas de
1
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ocupación [Thrun, 2003, Yamauchi et al., 1998]. En [Curless and Levoy,
1996], voxel grid es usado para sub-muestrear imágenes de rango y posteriormente reconstruir la superficie subyacente dada por los voxels ocupados. [Furukawa et al., 2009] usa la estructura Voxel Grid para combinar
diferentes reconstrucciones 3D en un mapa de ocupación común. Otras
aplicaciones usan estructuras muy simulares para simular fenómenos físicos [Rasmussen et al., 2003] como una forma de discretizar el espacio y
conseguir una fácil interacción con las celdas vecinas.
A.2.2.2.2

Representación de Particiones Binarias del Espacio

Las Particiones Binarias del Espacio (BSP, del inglés Binary Space
Partition) son un método que subdivide recursivamente un espacio usando
hiperplanos en conjuntos convexos. Esta subdivisión hace que la representación de los objetos se haga con la forma de una estructura de árbol
también conocida como BSP tree o árbol BSP.

Figure A.2: Ejemplo de Partición Binaria del Espacio.

La Figura A.2 muestra un ejemplo

2

de un árbol BSP del espacio A.

Cada partición crea dos nuevos nodos en el árbol. Esta partición puede ser
arbitraria, en otras palabras, las dos partes resultantes de cada partición no
tienen por qué ser del mismo tamaño como si ocurre en otras estructuras.
Muchas aplicaciones de gráficos por computador han usado estas estructuras desde que la idea fue introducida en [Schumacker et al., 1969].
En [Gobbetti and Marton, 2005], los BSPs son usados para el renderizado
2

http://www.euclideanspace.com/threed/solidmodel/spatialdecomposition/bsp/
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interactivo de complejas superficies 3D. [Chin and Feiner, 1989] usa los
BSPs para la generación en tiempo real de sombras para objetos estáticos.
En [Sohn et al., 2008], los BSPs son usados para reconstruir edificios desde
datos aéreos tomados con un sensor lidar.

A.2.2.2.3

Representación de Geometría Sólida Constructiva

La representación de Geometría Sólida Constructiva (CSG, del inglés
Constructive solid geometry) es una técnica usada para modelado de sólidos. Los CSGs permiten crear una superficie u objetos complejos mediante
operadores Booleanos que combinan simples objetos sólidos llamados primitivas. Estas primitivas normalmente son cuboides, cilindros, prismas,
pirámides, esferas y conos. La combinación de estas primitivas sólidas
normalmente se realiza en forma de árbol, donde las hojas son las primitivas sólidas y los nodos padre representan las operaciones booleanas entre
ellas. La representación CSG ha sido ampliamente usada desde que fue in-

Figure A.3: Ejemplo de un árbol de Geometría Sólida Constructiva. Representa
una estructura compleja formada usando tres cilindros, un cubo y una esfera.

troducida en [Voelcker and Requicha, 1977]. Su simplicidad construyendo
complejos sólidos usando primitivas simples convirtió a los CSGs en una
herramienta muy útil para muchas aplicaciones de gráficos por computador y CAD/CAM. Además, su estructura permite comprobar fácilmente
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cuando un punto 3D está dentro del objeto sólido o no. Esta característica
convierte a los CSGs en una buena estructura para la detección de colisiones y es por eso que estas estructuras han sido ampliamente usadas en
muchos motores de videojuegos.
La Figura A.3 muestra un ejemplo3 de un CSG construido usando tres
cilindros, un cubo y una esfera y los operadores booleanos de intersección,
unión y diferencia.
A.2.2.2.4

Representacion de Barrido

Otra técnica usada para representar sólidos 3D es la representación de
Barrido o Sweep. La representación Sweep significa hacer un barrido o
mover una superficie 2D en el espacio 3D para crear un objeto. Sin embargo, los objetos creados con este método son posteriormente convertidos
en mallas de polígonos o superficies paramétricas antes de ser almacenados o usados. El movimiento que define el objeto 3D puede ser una simple
traslación y rotación o incluso complejas funciones de curva. La Figura
A.4 muestra dos ejemplos de representaciones de Barrido4 .

Figure A.4: Sólidos creados con la técnica de Barrido.

Esta estructura es comúnmente usada en CAD/CAM para generar
modelos complejos mediante el movimiento de modelos simples. En [Shih
and Gaddipati, 2005], se usa una combinación de CSG y operaciones de
3

Imagen sacada de Wikipedia, http://en.wikipedia.org/wiki/Constructive_solid_geometry
Imágenes de la documentación de AutoCaD (http://docs.autodesk.com) y del programa de modelado Ayam 3D (http://ayam.sourceforge.net)
4
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barrido para generar modelos 3D usando los barridos como una operación
booleana más sobre el árbol CSG. [Rossignac et al., 2007] presenta una
aproximación sobre cómo calcular el volumen de Barrido de un sólido en
movimiento. Como hemos mencionado previamente, las representaciones
de Barrido son normalmente transformadas en otros modelos de representación como por ejemplo las mallas de polígonos. Por tanto, existen
muchos trabajos que tratan de convertir estas representaciones de Barrido
en un modelo más computacionalmente manejable ([Schmidt and Wyvill,
2005, Abdel-Malek and Yeh, 1997]).

A.2.2.2.5

Representación basada en Octree

El Octree es de los modelos de representación en forma de árbol que
son más usados en el campo de los gráficos por computador. Un Octree
es una estructura jerárquica que subdivide el espacio en ocho nodos del
mismo tamaño. Cada uno de estos nodos del árbol corresponde a una
región cúbica del espacio. Los nodos son clasificados como vacíos, llenos
o parcialmente ocupados si parte del cubo intersecta con el o los objetos
a representar. Un nodo clasificado como parcial tiene ocho hijos que representan las ocho particiones o octantes del cubo. Este paso es repetido
recursivamente hasta que todos los nodos sean vacíos, llenos o se llegue
a una profundidad del árbol preestablecida. De esta forma, una escena
tridimensional se puede representar mediante un array tridimensional de
2n × 2n × 2n . Esta estructura tiene la habilidad de comprimir considerablemente la información de la escena. Por ejemplo, en [Schnabel and Klein,
2006] se presenta un método de compresión progresivo que es especialmente
útil para trabajar con geometrías de superficies densamente muestreadas.
Este método propuesto es adecuado para aplicaciones de streaming como
por ejemplo que funcionen sobre Internet debido a que se pueden enviar los
primeros niveles del árbol Octree y si se corta la comunicación, se dispone
de un modelo aproximado (con menos detalle) del volumen que ocupa el
objeto o escena 3D representado. Las representaciones usando Octrees
permiten muchas optimizaciones como búsqueda rápida de vecinos, comprobación rápida del espacio ocupado, representación multi-resolucion de
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los datos, etc. Estas características hacen que los Octrees sean una estructura muy común en muchas aplicaciones de gráficos por computador,
visión por computador y robótica móvil.

Figure A.5: Ejemplo de representación Octree de 4 niveles de profundidad de
una nube de puntos. Los colores de las cajas representan los niveles del Octree
desde el primero hasta el cuarto; rojo, amarillo, azul y verde.

La Figura A.5 muestra un ejemplo de una representación en árbol Octree de cuatro niveles de una nube de puntos del dataset f r2desk. Para
una especificación más completa del dataset remitimos al lector a la Sección 1.4.2.1. Solo las celdas ocupadas son mostradas y los diferentes niveles
del árbol están representados con diferentes colores. Los primeros ochos
nodos del árbol están representados en rojo. Los niveles segundo, tercer y
cuarto están respectivamente representados con los colores amarillo, azul
y verde.
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A.2.2.3

Superficies

Otra práctica común en visión y gráficos por computador es representar
objetos 3D mediante sus superficies. Existen varios métodos para representar superficies, algunas de las cuales ya hemos explicado como el conjunto
de polígonos. Las representaciones de Barrido explicadas en los modelos
sólidos pueden también representar superficies cuando se usan primitivas
no sólidas. Usando Barridos con polígonos o curvas 2D se pueden generar
útiles y complejos modelos de superficies.
A.2.2.3.1

Representación de Malla de Polígonos

Esta estructura es el esquema más usado para representación de superficies. Al igual que el conjunto de polígonos, este modelo de representación
define la superficie de objetos complejos usando simples primitivas poligonales como son los triángulos o quads. El triángulo es la forma geométrica
más usada debido a que es coplanar (sus tres vértices definen un plano
y todos los puntos del polígono pertenecen a ese plano) y su estructura
facilita muchas otras operaciones geométricas y de visualización. Al contrario que los conjuntos de polígonos, las mallas de polígonos optimizan
la información representando los vértices en una tabla de vértices y luego
representando cada polígono como un conjunto (en un orden determinado)
de índices de la tabla de vértices. Esta optimización usa muchos menos
datos para representar la misma superficie que el conjunto de polígonos
debido a la gran cantidad de vértices que suelen coincidir en las superficies
de los objetos o escenas a representar. Esta característica además permite
otras optimizaciones como una más fácil modificación de los modelos 3D
ya que al cambiar la posición de cualquier vértice, estaremos cambiando
los diferentes polígonos relacionados con este vértice.
Una simplificación del modelo de la superficie puede obtenerse directamente dibujando solo los ejes de los polígonos. Esto es comúnmente
conocido como el modelo wireframe o modelo alámbrico de la superficie
3D. Representaciones realistas pueden ser producidas mediante la interpolación de los patrones de sombreado y color a través de las superficies del
polígono para eliminar o reducir la visibilidad de los bordes del polígono.
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Además, en la actualidad los renderizadores de polígonos implementados
en hardware son capaces de mostrar varios millones de triángulos interpolados por segundo, incluyendo mapeado de texturas y efectos especiales de
luces. La Figura A.6 muestra un ejemplo de una malla de polígonos. A
la izquierda podemos ver una representación completa del modelo y a la
derecha podemos ver la representación alámbrica.

Figure A.6: Ejemplo de Malla de polígonos. Representación completa en la
izquierda y modelo alámbrico en la derecha.

A.2.2.3.2

Representación de Superficies Implícitas

Las representaciones de superficies implícitas están basadas en las ecuaciones implícitas matemáticas. Estas ecuaciones tienen la forma:
f (x1 , ..., xn ) = 0

(A.1)

donde f es una función de varias variables (normalmente una función
polinómica). Cuando n = 2, el conjunto de valores que representa la
ecuación se denomina superficie implícita . Estas representaciones implícitas son un modelo perfecto del objeto o superficie y es un modelo
de representación muy eficiente para ejecutar operaciones como comprobación de puntos interiores, intersección de superficies y otras operaciones
booleanas (fácil de crear superficies complejas combinando con CSG) y facilidad al hacer cambios topológicos. Este formato de representación es el
más conciso ya que solo usa ecuaciones matemáticas para representar toda
la superficie del objeto o escena. Una de las principales desventajas de
este modelo es que necesita ser procesado para generar una representación
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visual de la superficie, normalmente convirtiendo el modelo implícito a una
malla de polígonos o a una nube de puntos. En la Figura A.7 podemos ver
un toro como ejemplo de una superficie implícita:


f (x, y, z) = R −

q

x2 + y 2

2

+ z 2 − r2 = 0

(A.2)

f(x,y,z) = 0, surface points
r
R

f(x,y,z) < 0
inside
f(x,y,z) > 0, outside

Figure A.7: Representación de la superficie implícita de un Toro en la parte
superior y su esquema en la parte inferior.

Algunas superficies implícitas conocidas son las superficies cuadráticas.
Estas superficies, también llamadas cuádricas, son superficies algebraicas
de segundo orden. Ejemplos de superficies cuadráticas son el cono, el cilindro, el elipsoide, el cono elíptico, el cilindro elíptico, el hiperboloide elíptico,
el paraboloide elíptico, el cilindro hiperbólico, el paraboloide hiperbólico,
el paraboloide, el esfera y el esferoide.
A.2.2.3.3

Representación de Superficies Paramétricas

Una superficie paramétrica es una superficie en el espacio euclídeo R3
que está definida por una ecuación paramétrica de dos parámetros
R2

→

R3 .

~r :

Las representaciones paramétricas es una forma general de

especificar una superficie mientras que las ecuaciones implícitas son incluso
más generales.
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La Ecuación A.3 muestra la versión paramétrica de la forma implícita
de la ecuación del toro A.2. De esta forma, dando valores a los parámetros
φ y θ podemos obtener los distintos valores de x, y y z de la superficie del
toro.
x = rx (r + cos φ) cos θ

−π ≤φ≤π

y = ry (r + cos φ) cos θ

−π ≤θ ≤π

(A.3)

x = rz sin φ

A.3

Propuesta

Después de describir brevemente el problema de registro se propone
llevar a cabo un estudio experimental de los métodos del estado del arte con
el fin de elegir el método que mejor encaja con los escenarios hechos por el
hombre con los cuales se trabaja. El método de registro incremental elegido
tendrá que trabajar con los datos 3D proporcionados por los sensores RGBD de bajo coste, con su correspondiente ruido. Como estamos usando estas
cámaras para obtener los valores de profundidad para registrar grandes
escenarios, que proporcionan errores grandes para largas distancias, vamos
a estudiar qué métodos son más robustos y obtienen mejores estimaciones
de movimiento.
Además, con el fin de representar las nubes reconstruidas resultantes
o las nubes de puntos 3D de otras fuentes como por ejemplo las que
provienen directamente de los sensores RGB-D, proponemos usar mapas
auto-organizativos (GSOMs). En concreto proponemos usar la red neuronal Growing Neural Gas para representar el espacio de entrada de las
nubes de puntos como un mapa de neuronas y sus interconexiones. Basándonos en los trabajos anteriores con GSOMs [Garcia-Rodriguez, 2009, Angelopoulou et al., 2005], estas redes GNG son capaces de adaptar su
topología al espacio de entrada 2D y es capaz de obtener una representación reducida la cual se ve muy poco afectada por los datos ruidosos del
espacio de entrada [Stergiopoulou and Papamarkos, 2006, Doucette et al.,
2001, Garcia-Rodriguez et al., 2010, Baena et al., 2013].
Además, debido al tamaño de las nubes de puntos 3D, se propone usar
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un método de compresión que usa información geométrica con el fin de
reducir el espacio de entrada. En escenarios hechos por el hombre normalmente hay muchos planos, por ello nuestro método trata de detectar los
puntos que pertenecen a planos y luego reduce esos planos a triángulos.
Estas triangulaciones permiten al sistema generar una distribución de puntos similar a la de la nube de puntos original. Por tanto, nuestro método
de compresión es con perdida. Las aproximaciones a planos permite al
método reducir parcialmente el ruido generado por los sensores RGB-D.

A.4

Objetivos

El objetivo principal de esta investigación es el estudio y validación de
la eficiencia de los métodos de procesado 3D los cuales nos ayudarán a
solucionar los posteriores problemas de visión por computador y robótica
móvil presentados en la Sección A.1. Con respecto a los métodos de registro, buscamos analizar los métodos del estado del arte con el fin de
encontrar el método que más se ajusta a nuestra aplicación de reconstrucción de escenas usando datos 3D provenientes de cámaras RGB-D de bajo
coste como la Microsoft Kinect. Los métodos seleccionados deben ser capaces de manejar los datos ruidosos y los outliers que estos dispositivos
generan.
Con el fin de manejar grandes nubes de puntos, se propone usar la red
neuronal Growing Neural Gas como base de nuestro método de representación. Esta representación compacta y reducida de las nubes de puntos
facilita posteriores aplicaciones como el registro o la reconstrucción de escenas. Su estructura permite acelerar operaciones comunes como búsqueda
de vecinos y es capaz de reducir la influencia del ruido y los outliers en
posteriores algoritmos. Se desarrollará una implementación acelerada por
hardware del método propuesto con el fin de conseguir una aceleración
considerable sobre las implementaciones CPU actuales e intentar conseguir
procesamiento en tiempo real.
Además, un método de compresión geométrico será desarrollado para
reducir el tamaño de almacenamiento de las nubes de puntos. El método
propuesto está basado en la detección de planos y aparte de los ratios de
148

Appendix A. Resumen

compresión que consigue, estos planos pueden ser usados para posteriores
procesos como la reconstrucción 3D o el registro basado en planos.
Como objetivo secundario mostraremos las bondades de las arquitecturas GPU para manejar grandes cantidades de datos 3D. Además de acelerar las aplicaciones, proponemos mostrar los beneficios de estas arquitecturas masivamente paralelas en una aplicación de CAD/CAM en el que se
espera conseguir una notable aceleración.

A.5

Conclusiones

En esta tesis, primeros hemos presentado una descripción de varios
métodos de registro orientados a sensores RGB-D, clasificándolos principalmente en métodos de grano grueso o métodos de grano fino. Esta
clasificación facilita la descripción de las principales características de los
distintos algoritmos. Hemos probado cinco métodos diferentes de registro y medido cuantitativamente el error en la estimación de la transformación usando un dataset de RGB-D usado en el estado del arte para
medir la odometría Visual y sistemas de localización y mapeado simultáneo. Usando las medidas de evaluación y herramientas proporcionadas por
el propio dataset, hemos analizado los resultados de los métodos probados
que son: el KinectFusion, el Dense Visual Odometry (DVO, odometría
visual densa), el ICP (Iterative Closest Point), un método basado en características visuales y un método combinado de características visuales e
ICP para refinar los resultados. Los resultados muestran que los métodos
DVO y KinectFusion obtienen errores bajos de registro. El método DVO
es el más robusto en las escenas de las secuencias normales f r1 y f r2 mientras que KinectFusion provee los mejores resultados en la secuencia f r3 de
las distintas combinaciones de textura y geometría.
Además, hemos propuesto dos aproximaciones para mitigar el problema
de la gran cantidad de datos 3D con las que la robótica móvil tiene que
trabajar. El primer método propuesto consiste en aplicar un algoritmo de
Growing Neural Gas para reducir y representar las nubes de puntos 3D.
Los resultados muestran que la GNG obtiene una buena representación del
espacio de entrada, obteniendo errores más bajos que otros métodos del
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estado del arte como el Octree o el Voxel Grid. También hemos propuesto
un método de compresión con pérdida basado en detección de planos para
reducir nubes de puntos 3D obtenidas de escenarios hechos por el hombre.
Los resultados muestran cómo nuestro método propuesto es capaz de comprimir y reconstruir una nube de puntos. El ratio de compresión se puede
controlar con un parámetro obteniendo diferentes niveles de compresión.
El Capitulo 4 ha demostrado que el paradigma GPGPU, esto es usar
las tarjetas gráficas para el computo de propósito general, permite acelerar
considerablemente algoritmos que tradicionalmente se habían ejecutado en
la CPU y conseguir ejecutar algunos bajo fuertes restricciones temporales.
La implementación GPU del algoritmo GNG es una versión más eficiente
y adecuada para operaciones con restricciones temporales. Sin embargo,
usar estas tecnologías no es un proceso simple, las aplicaciones deben ser
rediseñadas para aprovecharse de su arquitectura masivamente paralela.
Los resultados experimentales muestran como la implementación GPU reduce notablemente el proceso de aprendizaje comparado con las versiones
de tanto un mono-hilo como multi-hilo de la CPU. La implementación
GPU muestra un gran rendimiento cuando se trabaja con grandes nubes
de puntos 3D y un número elevado de neuronas. Estos resultados son los
deseados ya que en la robótica se trabaja con grandes cantidades de puntos
3D.
La implementación GPU del algoritmo de Digitalización Virtual también ha demostrado las bondades de estas arquitecturas obteniendo un
factor de aceleración cercano al 70x. Estos dispositivos GPUs pueden ser
fácilmente integrados en los sistemas y herramientas de CAD/CAM para
facilitar así procesos muy comunes como el prototipado rápido o la producción de diseño personalizado.
Resultado de estas investigaciones han salido las siguientes publicaciones:
• Artículos publicados en revistas científicas:
– Vicente Morell, Miguel Cazorla, Sergio Orts-Escolano , José
García-Rodríguez. 3D Maps Representation using GNG.
Mathematical Problems in Engineering 2014. Volume 2014.
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2014. Impact Factor (JCR 2012): 1.383
– Vicente Morell-Giménez, Marcelo Saval-Calvo, Jorge AzorínLopez, Jose Garcia-Rodriguez, Miguel Cazorla, Sergio OrtsEscolano and Andres Fuster-Guillo: A Comparative Study
of Registration Methods for RGB-D Video of Static
Scenes. Sensors 2014, 14(5), 8547-8576. Impact Factor (JCR
2012): 1.953
– Vicente Morell-Giménez, Sergio Orts-Escolano, Miguel Cazorla,
Jose Garcia-Rodriguez: Geometric 3D Point Cloud Compression. Pattern Recognition Letters 2014. DOI: 10.1016/
j.patrec.2014.05.016. Impact Factor (JCR 2012): 1.034
– Vicente Morell-Giménez, Antonio Jimeno-Morenilla, José García Rodríguez: Efficient tool path computation using multicore GPUs. Computers in Industry 64(1): 50-56 (2013) Impact Factor (JCR 2012): 1.709
– Sergio Orts-Escolano, Vicente Morell, Jose Garcia-Rodriguez,
Miguel Cazorla, Robert B Fisher: Real-time 3D semi-local
surface patch extraction using GPGPU. Journal of RealTime Image Processing (2014). Impact Factor (JCR 2012):
1.156.
– Sergio Orts, José García Rodríguez, Diego Viejo, Miguel Cazorla, Vicente Morell: GPGPU implementation of growing
neural gas: Application to 3D scene reconstruction. J.
Parallel Distrib. Comput. 72(10): 1361-1372 (2012). Impact
Factor (JCR 2011): 1.135.
– José García Rodríguez, Anastassia Angelopoulou, Juan Manuel
García Chamizo, Alexandra Psarrou, Sergio Orts-Escolano, Vi151
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cente Morell-Giménez: Autonomous Growing Neural Gas
for applications with time constraint: Optimal parameter estimation. Neural Networks 32: 196-208 (2012). Impact
Factor (JCR 2012): 1.927.
– Jesús Martínez, Vicente Morell, Ismael García, Miguel Cazorla:
ViDRILO: The Visual and Depth Robot Indoor Localization with Objects information Dataset. International
Journal of Robotics Research 2014. Submitted. Impact Factor
(JCR 2012): 2.863
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• Conferencias Internacionales:
– Vicente Morell, Miguel Cazorla, Sergio Orts-Escolano and Jose
Garcia-Rodriguez: 3D Maps Representation using GNG.
International Joint Conference on Neural Networks, IJCNN 2014,
Beijing, China.
– Sergio Orts-Escolano, Jose Garcia-Rodriguez, Vicente Morell,
Miguel Cazorla and Juan Manuel Garcia-Chamizo: 3D Colour
Object Reconstruction based on Growing Neural Gas.
International Joint Conference on Neural Networks, IJCNN 2014,
Beijing, China.
– Sergio Orts-Escolano, Vicente Morell, Jose Garcia-Rodriguez
and Miguel Cazorla: Point Cloud Data Filtering and Downsampling using Growing Neural Gas. International Joint
Conference on Neural Networks, IJCNN 2013, Dallas, Texas.
– José García Rodríguez, Miguel Cazorla, Sergio Orts-Escolano,
Vicente Morell: Improving 3D Keypoint Detection from
Noisy Data Using Growing Neural Gas. International
Work-Conference on Artificial Neural Networks, IWANN 2013,
Puerto de la Cruz, Tenerife, Spain: 480-487.
– Sergio Orts-Escolano, José García Rodríguez, Vicente Morell,
Jorge Azorín López, Juan Manuel García Chamizo: MultiGPU based camera network system keeps privacy using Growing Neural Gas. International Joint Conference on
Neural Networks (IJCNN), Brisbane, Australia, June: 1-8.
– Vicente Morell, Miguel Cazorla, Diego Viejo, Sergio Orts, José
García Rodríguez: A study of registration techniques for
6DoF SLAM. International Conference of the Catalan Association for Artificial Intelligence, CCIA 2012, University of Alacant, Spain: 111-120.
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– José García Rodríguez, Anastassia Angelopoulou, Juan Manuel
García Chamizo, Alexandra Psarrou, Sergio Orts, Vicente Morell: Fast Autonomous Growing Neural Gas. International Joint Conference on Neural Networks, IJCNN 2011, San
Jose, California: 725-732.

– José García Rodríguez, Anastassia Angelopoulou, Vicente Morell, Sergio Orts, Alexandra Psarrou, Juan Manuel García Chamizo: Fast Image Representation with GPU-Based Growing Neural Gas. International Work-Conference on Artificial
Neural Networks, IWANN 2011, Torremolinos-Málaga, Spain:
58-65.
• Conferencias Nacionales:
– Sergio Orts-Escolano, José García-Rodríguez, Vicente MorellGiménez. Procesamiento de múltiples flujos de datos con
Growing Neural Gas sobre Multi-GPU. Jornadas de Paralelismo JP, Elche, España, 2012.
• Book chapters:
– Vicente Morell-Gimenez, Sergio Orts-Escolano, José García Rodríguez, Miguel Cazorla, Diego Viejo. A Review of Registration Methods on Mobile Robots. Robotic Vision: Technologies for Machine Learning and Vision Applications. IGI
GLOBAL.
– José García-Rodríguez, Juan Manuel García-Chamizo, Sergio
Orts-Escolano, Vicente Morell-Gimenez, José Serra-Perez, Anastassa Angelolopoulou, Miguel Cazorla, Diego Viejo. Computer
Vision Applications of Self-Organizing Neural Networks.
Robotic Vision: Technologies for Machine Learning and Vision
Applications. IGI GLOBAL.
• Presentaciones de poster:
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– Sergio Orts, Jose Garcia-Rodriguez, Diego Viejo, Miguel Cazorla, Vicente Morell, Jose Serra: 6DoF pose estimation
using Growing Neural Gas Network. 5th International
Conference on Cognitive Systems, Cogsys 2012, TU Vienna,
Austria.
– Sergio Orts, Jose Garcia-Rodriguez, Vicente Morell.

GPU

Accelerated Growing Neural Gas Network. Programming and Tuning Massively Parallel Systems, PUMPS 2011,
Barcelona, Spain. (Honorable Mention by NVIDIA).
Como trabajos futuros se propone ampliar nuestro método de presentación GNG para proporcionar más información para la navegación
robótica. Además planeamos proporcionar a la GNG una forma de invertir la reducción o compresión de las nubes de puntos, almacenando
información sobre la vecindad de las neuronas (color, distribución de puntos, etc.). Siguiendo esta misma idea, planeamos probar redes neuronales
jerárquicas para obtener diferentes resoluciones de los mapas y así poder
trabajar con mapas incluso más grandes. Otra modificación posible es usar
la estructura de la GNG para reconstruir una malla de polígonos de los
mapas que puede ser útil para posteriores aplicaciones de robótica móvil,
principalmente la visualización de las escenas.
Debido a que nuestro método de compresión es computacionalmente
complejo, la implementación de algunas de sus operaciones usando el paradigma de usar las tarjetas gráficas como procesador general debería incrementar la eficiencia del método propuesto. Particularmente, nos centraremos en la detección simultánea de los distintos planos para posteriormente intentar paralelizar la compresión de cada plano detectado.
Como objetivo general, planeamos integrar completamente nuestras
propuestas de representación y compresión 3D en un sistema de Mapeado
y Localización simultáneo (SLAM). Usando la información obtenida del
estudio de los métodos de registro, buscamos diseñar un sistema SLAM
que funcione en tiempo real que construya una representación del mapa
que va construyendo usando nuestra propuesta de la GNG.
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HPC High Performance Computing
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